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Abstract. False data injection (FDI) in sensor measurements within
smart homes can result in increased energy expenditures and compro-
mise the health and safety of occupants. Machine learning (ML)-based
anomaly detection models (ADMSs) are extensively integrated into smart
home control systems to enhance overall security and counter FDI attack
impact. However, an adversary possessing sufficient knowledge of the sys-
tem and computational resources can exploit vulnerabilities within con-
trol models and ADMs to orchestrate stealthy FDI attacks. Hence, mod-
ern ADMs are assessed against stealthy FDI attacks instead of random
attacks for realistic security and robustness analysis. Nevertheless, iden-
tifying the stealthy attack vectors from ML-based non-linear ADMs is
yet to be contemplated. We propose a novel reinforcement learning-based
framework, PEARL, to identify stealthy attack vectors from a non-linear
ADM-assisted smart home control system, which overcomes the limita-
tions of state-of-the-art (SOTA) analytics. We validate our framework
using the real-world Activity Recognition with Ambient Sensing (ARAS)
dataset.

Keywords: Cyberattacks - Smart home control systems - HVAC sys-
tems - Reinforcement learning - Attack analytics.

1 Introduction

Smart appliances and controllers in smart homes are known for their cost-
effectiveness, efficiency, and reliability [1]. Internet of Things (IoT) controllers,
such as smart HVAC systems, have reduced energy costs by 10% [2]. Advances in
occupant localization and activity recognition have further optimized energy use.
However, like other cyber-physical systems (CPSs), smart homes are vulnerable
to cyberattacks. False data injection (FDI) attacks can be executed through a
Man-in-the-Middle (MITM), where the attacker manipulates measurements and
appliance status to increase energy costs. Real-world examples include attacks
on the Heatmiser thermostat and Google Nest system [3,4]. These attacks alter
sensor measurements, leading to incorrect control signals and increased utility
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expenses. The altered measurements cause the cyber state (controller’s view of
measurements) to differ from the actual physical state.

The rise in FDI attacks underscores the need for machine learning (ML)-
based anomaly detection models (ADMs) enhanced with measurement verifica-
tion rules [5]. To assess ADM resilience, a thorough analysis of attack vectors is
necessary. In previous work, we developed SHATTER, a formal method-based
attack analysis framework, to extract stealthy attack vectors that evade ML-
based ADMs [6]. SHATTER generates an optimal attack schedule leveraging
a satisfiability modulo theories (SMT)-based solver that manipulates occupant
location and activity data to maximize energy consumption, evading the ADM
and activity recognition module. A key limitation of SHATTER is its reliance
on linearization, which loses critical information from non-linear ADMs.

In this work, we propose Pernicious Energy Attack using a Reinforcement
Learning (PEARL) framework that bypasses the non-linear ADM using a Q-
learning-based reinforcement learning (RL) approach [7]. This method identifies
optimal attack paths to launch stealthy FDI attacks. The proposed RL algorithm
streamlines the training process by eliminating unnecessary states. SHATTER,
by contrast, struggles with high computational complexity, and its window-based
optimization fails with real ADMs, leading to a condition where the attack sched-
ule falls into a deadlock. Furthermore, SHATTER cannot extract time-limited
attack vectors. Our framework addresses these limitations and is validated with
two houses of the state-of-the-art (SOTA) Activity Recognition with Ambient
Sensing (ARAS) dataset [8]. Key contributions of this work are outlined below.

— We develop an RL-driven novel attack analysis framework for smart home
HVAC control systems that can extract attack vectors from ML-based non-
linear ADMs.

— We identify and handle a significant limitation of the SOTA attack analytics,
which prevents the identification of the attack vectors from non-linear ADM.

— We devise effective techniques to reduce the number of states for the RL
model before and during the model training, which considerably expedites
the attack vector identification.

— We verify the extracted attack vector’s effectiveness on a SOTA dataset,
ARAS, to evaluate our proposed threat analysis framework. All our im-
plementation codes and evaluation results are reproducible through anony-
mously shared source code [9].

The rest of the paper is organized as follows. We provide an overview of
the modern smart home system, ML-based ADMs, and different FDI attack
points in Section 2. We discuss the attack modeling in Section 3. The following
section (i.e., Section 4) presents the technical details of PEARL. We evaluate
the proposed framework on the SOTA dataset in Section 5. A comprehensive
literature review is presented in Section 6. Section 7 summarizes and discusses
our research findings and limitations, and Section 8 concludes it.
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Fig. 1. Demonstration of a smart home controller with activity monitoring system.
The figure shows a 2-zone smart home while Alice sleeps in the bedroom and Bob uses
a smartphone in the kitchen zone to activate a smart washer. An HVAC controller
maintains the temperature and ventilation setpoint based on the setpoint of the TAQ
and monitors energy efficiently by mixing fresh air and returning air. The red box
shows the possible attack points.

2 Smart Home Control System

This section explains what is considered a smart home controller and possible
FDI attacks. We model the HVAC controller using American Society of Heating,
Refrigerating and Air-Conditioning Engineers (ASHRAE) standards to improve
indoor air quality (IAQ) [10] and a few other components (i.e., ADM, activity
recognition model, and smart device-based appliance triggering) adopted from
SHATTER framework [6].

2.1 HVAC Control System

The HVAC controller ensures occupant comfort and optimizes energy efficiency.
As shown in Figure 1, the key component is the air mixing chamber (AMC),
which blends fresh outdoor air with recycled indoor air for heating, ventilation,
and energy efficiency before distributing it through vents to various zones [11].
Accurate occupant localization is achieved using occupancy, passive infrared
(PIR), and motion sensors to ensure efficient air circulation within the zones.

Ventilation Control The HVAC control system regulates the intake of fresh
outdoor air to maintain pollutant and C'Oy levels within a comfortable range
(less than 1000 PPM) for occupants. Ventilation needs are largely driven by the
pollutants released by occupants, which depend on their metabolic rate and are
influenced by factors such as age and physical activity. The ventilation demand
for a zone can be calculated using the following equation.

N xa™ xd§
— =

Here, N, o™, 6, V, C*¢t, Qe C™? and C°* denotes the number of occu-
pants, occupant emitted pollutant concentration (cubic feet per minute (CFM)),
controller’s sampling time, zone volume (cubic feet), pollutant setpoint (PPM),
volumetric airflow to meet ventilation needs (CFM), indoor and outdoor pollu-
tant concentration (CFM) respectively.

vent . vent
Oset _ (1 _ QV ) x Cﬂnd _ QV x Cout (1)
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Temperature Control The HVAC control system efficiently uses return air
from the zone to regulate the supply air, quickly reaching the desired tempera-
ture while minimizing overall energy consumption. Cooling and heating demands
are influenced by both appliance heat emissions and occupants’ metabolic rates,
with load demand assessed based on appliance status. The factor 0.3167 in
Equation (2) remains constant, exhibiting negligible variation with parameter
changes. The requirement for return airflow can be determined for a zone using
the following equation.

Q"™ x (T*" — T*"") x 0.3167 = N x Q" + B (2)

Here, T¢t, T*P!, Qm¢ E%! denotes the temperature setpoint (F), zone supply
air’s temperature (F), occupant radiated heat energy (W), and summation of
total energy (W) radiated from the zone appliances respectively.

Cost Calculation The computation of HVAC expenses primarily relies on the
air quality within the mixed air chamber. The HVAC cost calculation is directly
related to the volumetric mixed airflow (CFM), Q™ = f;(Q*™ Q") and
mixed air temperature (F), 7. The HVAC total cost calculation follows (3).

Etot _ Qmiz % (Tmiz _ Tspl) % 0.3167 % + Eapl (3)

é
60000
Like SHATTER, we consider the presence of battery storage within the home,
charged during off-peak hours and discharged during peak hours to fulfill energy
demands and mitigate household energy expenses. The energy pricing is derived
from PG&E electricity rate plans [12]. For brevity, we assume the battery storage
is consistently charged to its total capacity during off-peak hours. Consequently,
residential loads operate at off-peak hour costs during off-peak hours and a
portion of peak hours (i.e., until the battery is fully discharged).

2.2 Activity Recognition and Appliance Triggering Model

The activity recognition model integrates occupant activity and location tracking
to optimize HVAC control, enhancing energy efficiency by adapting to laborious
tasks like cooking or light activities in the kitchen. Modern methods use RFID-
based wearables, such as the Apple Watch, and sensors on smart appliances to
track activity and correlate it with appliance use. ML further refines this by
learning occupant-appliance interaction patterns. Appliance triggering involves
manually or arbitrarily controlling smart appliances through smartphones or
voice assistants like Alexa, offering personalized comfort, unlike HVAC systems
that are automatically controlled based on environmental data.

2.3 Attack Points

Smart home control systems are vulnerable to FDI attacks, which threaten en-
ergy efficiency. Figure 1 illustrates a potential MITM FDI attack, where an
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attacker compromises communication between the access point (AP) and the
controller. These attacks exploit IoT device physical interactions, often initiated
via mobile applications or physical communication channels [13]. The first phase
involves passive access to measurements like IAQ, appliance status, occupant
location, and activity, which can be obtained through exploiting the AP [14].
Low-cost sniffers enable attackers to monitor and localize occupants. Eavesdrop-
ping on AP communication packets via MITM attacks is another method. The
second phase involves tampering with sensor measurements using packet crafting
techniques such as ARP poisoning and spoofing [13]. Additionally, attackers can
activate appliances via inaudible voice commands sent through malicious charg-
ing plugs from smartphones, enabling stealthy control of voice assistants [15].

2.4 Anomaly Detection System

Modern smart home control systems improve security by integrating anomaly
detection capability. Like SHATTER, here we consider clustering-based ADM
that identifies and pinpoints advanced persistent threats, enhancing the system’s
ability to detect unusual activities or potential security breaches [16]. The ADM
has two components- verification rules and ML-based ADM.

Verification Rules The control sys-
tem continuously monitors and checks
occupancy measurements through a Clusters for Zone A, Occupant 1
set of verification rules that ensures
the maximum capacity of zones is
not violated (e.g., a maximum 10 oc-
cupants can be present at the same
time) and the summation of real-time
sensor-driven zone occupant counts
are consistent with the entrance zone
count (i.e., the entrance zone occu-
pant counting system is considered
to be physically protected). Moreover,
Equations (1) and (2) demand a corre-
lation between the occupant and TAQ
measurements. Violation of the rules
will alert the controller.

Stay Duration (Minute)

Arrival Time (Minute)
Clusters for Zone B, Occupant 1

2
QD . Q@

ML-based ADM A clustering- Arrival Time (Minute)
based ADM continuously inspects the
duration of stay for an occupant in a
particular zone based on the arrival
time of that occupant in that zone. The considered ADM follows a Density-based
spatial clustering of applications with noise (DBSCAN) [17] or K-Means clus-
tering [18] technique to attain the valid pairs (arrival time, duration of staying)

Deadlock!

Stay Duration (Minute)

Fig. 2. Visualization of the -clustering-
based ADM approach.
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for individual zones. The hypothesis of choosing this approach is that occupants
subconsciously build habits to follow a set of actions (i.e., moving from one zone
to another, doing household chores) throughout the day after repeatedly fol-
lowing for several days. Therefore, we consider an occupant activity model that
learns temporal behavioral and activity patterns. For instance, if Alice enters the
bathroom at 2:00 PM, she is expected to shower for 20 to 30 minutes or 40 to 50
minutes. Similarly, if Bob enters the bedroom zone at 10 PM, he will likely sleep
for 6 to 8 hours. Figure 2 illustrates a 2-zone ADM for an occupant, Alice. The
ADM contains a set of clusters for all the combinations of zones and occupants.
Alice’s arrival time and stay duration in a zone should be within at least one
cluster of the ADM. Our earlier work SHATTER effectively demonstrated the
feasibility of such a model, which exhibits a negligible amount of false alarms [6].

3 Attack Modeling

In this section, we present the attack model used in our work, detailing how the
attack is executed and the underlying assumptions, constraints, and objectives.
Additionally, we provide an overview of the attack schedule generation and the
real-time appliance triggering attack, contrasting it with SHATTER.

3.1 Attack Technique

The feasibility of the FDI attacks
has been demonstrated by the SHAT-
TER framework using a $35 Rasp-
berry Pi 2 device, which can be a
sniffer, MQTT broker, and packet
crafter. In our study, we implemented
the attack using NodeMCU sensor
nodes, an HTTP web server mim-
icking the controller, and a Rasp-
berry Pi device running the Kali
Linux operating system, as illus-
trated in Figure 3. The Rasp-
berry Pi (IP: 192.168.4.34:8888)
acted as the MITM, hosting a
replica of the actual server’s web- = L

site (IP: 192.168.4.21:9999). The

NodeMCU Wi-Fi modules (IPs: 192.168 -Fig. 3. Setup for the validation testbed.
4.37-41) simulated sensor nodes cor-

responding to different zones of a home. The actual measurement values were
stored in the memory of the sensor nodes. For this validation, we did not measure
TAQ values; instead, we focused on occupant measurement data obtained from
the ARAS dataset. Packet sniffing was performed using the ettercap library.
The following command was executed to perform the MITM attack:

sudo ettercap -T -i <interface> -M arp:remote <server IP>
— <sensor node IP>
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Once the data was sniffed, the Raspberry Pi server altered the values and for-
warded them to the actual server while maintaining consistency with the ADM.
However, since the Raspberry Pi server listens on a different port (8888) than
the actual server, the following command was used:

sudo iptables -t nat -A PREROUTING -p tcp --dport 9999 -j
— REDIRECT --toport 8888

3.2 Attack Assumptions

We assume the attacker has white-box access to the ADM (i.e., full or partial
knowledge). Moreover, he knows the zone properties (i.e., parameters considered
in the zone, appliance, and activity modeling) and the HVAC control algorithm.
The attack model considers a simplified architecture, considering the smart home
accommodates only single measurements for estimating the system states. It can
alternatively interpreted that attackers have access to sensor measurements (e.g.,
temperature) instead of sensor devices (e.g., TAQ monitor). The attackers have
complete and restricted access to all sensor measurements/appliances. SHAT-
TER considers that attackers need to attack all the timeslots continuously. In
PEARL we allow flexibility to this assumption (i.e., the measurements alter-
ation time can be variable). The occupants’ location needs to be known to the
attacker, even if all measurements cannot be exploited. An attacker can read
and alter a sensor measurement if we consider measurement (IAQ, occupancy,
and appliances’ status) can be accessed. We define appliance access as the ca-
pability of maliciously activating that device through a smartphone/inaudible
voice command).

3.3 Attack Goal

The principal attack goal is carrying out a stealthy FDI attack to maximize
the home’s energy cost. The attack demands altering the necessary sensor mea-
surements to maximize the overall energy consumption to flow more air (i.e.,
fresh and return air) through the supply air duct in different zones. To launch
stealthy attacks, the extracted attack vector must bypass the anomaly detection
system (i.e., verification rules and ADM) and occupants (i.e., maliciously turn-
ing on the kitchen dishwasher while an occupant eats there will lose the attack’s
stealthiness).

3.4 Attacker’s Attributes

The attacker’s attributes include knowledge, capability, and accessibility. We
assume the attacker can distribute partial/complete data or training samples
to train the underlying ADM. We also consider the attacker to have full or
restricted zone/appliance measurement access. PEARL additionally considers a
time-limited attack, i.e., the attacker can access the measurements for a specified
period.
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3.5 Attack Schedule Generation

The attack schedule generation is the main task of the attack analysis. SHAT-
TER identified attack schedule contains the occupants’ location information in
all the control timeslots that do not alarm the convex-hull-based linearized ADM
as demonstrated in Figure 2. In SHATTER, we used an SMT solver to obtain a
partial attack vector by dividing the ADM into multiple time windows. Unlike
SHATTER, PEARL attempts to identify attack schedule from non-linear ADM.
Our work uses an RL-based approach to generate the attack schedule. A detailed
overview of the attack schedule generation process is provided in Section 4.

3.6 Real-time Appliance Triggering Attack

After the attack schedule is designed, the attacker will follow the schedule to
alter occupants’ location and activity recognition measurements based on his
measurement accessibility. However, such a schedule cannot be made for the
appliance-triggering attack. Appliance triggering does not deal with the cyber
state of the appliance; instead, it changes the appliance’s physical state. The
appliances have a close relation with the occupants’ activity. Given that the cyber
state of the only occupant in a home is taking a shower in the bathroom zone,
activating an appliance in an unoccupied zone will be identified as an anomaly.
Hence, the real-time occupant’s location is consolidated with the identified attack
schedule for the appliance-triggering attack.

4 PEARL Framework’s Technical Aspects

Here, we provide a detailed technical overview of PEARL, starting with identi-
fying the challenges of the SOTA framework as discussed in the previous section.

4.1 Challenges

There are four significant limitations of the SHATTER attack analytics, as dis-
cussed below.

Challenge 1: Approximation Model A major drawback of SOTA attack
analytics is its use of an approximation model based on linearization, not per-
formed on the original clusters but on the data points that form them, as shown
in Figure 2. While this approach prevents deadlock in window-based optimiza-
tion, it sacrifices model detail. Moreover, the clustering-based model offers flex-
ibility around clustered data points, enabling the creation of attack schedules
that significantly impact energy consumption. However, the linearization pro-
cess overlooks many potential attacks, and the attack analytics must identify
these critical attack vectors.

Challenge 2: Deadlock To understand if adversarial attempts can fool the
ADM stealthily, it’s crucial to analyze its time-series nature. Random attacks
would trigger alarms, making them unstealthy. Therefore, the ADM and ad-
versarial attributes need critical analysis to identify successful attack vectors.
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Formal synthesis, often using background theories like SMT, is a common ap-
proach but takes too long to solve stealthy attack scheduling problems, such as
identifying an occupant’s location without alarming the system. Partial schedul-
ing solutions fail due to the ADM’s flexibility. For example, the ADM might
accept a 100-minute stay in a zone within a timeslot, but scheduling beyond
that is impossible, leading to deadlock events. Experimentation supports this
hypothesis, finding such deadlock issues in the SHATTER. We propose that an
RL-based approach could resolve these deadlock problems by avoiding penalized
paths in successive learning episodes.

Challenge 3: Window-based Optimization The main task of SHATTER is
to mislead the controller by manipulating occupant location and activity data.
The problem can be viewed as a scheduling problem, where the attacker creates
an optimal schedule of occupant activities across zones and times to evade the
ADM and occupants. The optimization objective is NP-hard, making it infeasi-
ble to find optimal attack vectors in a feasible time. SHATTER. addresses this
by identifying sub-optimal solutions through shorter time window optimization
and merging results. While window-based optimization simplifies complexity, it
lacks a global view and can lead to deadlocks. Additionally, there’s no communi-
cation between the windows; therefore, it becomes a local optimization problem,
incapable of finding optimal solutions for dynamic scenarios.

Challenge 4: Time-Limited Attack Vector Extraction SHATTER can
identify attack vectors if the attacker has extended access to measurements
across several time windows. However, it cannot synthesize attack vectors for
a specific attack duration due to the limitations of window-based optimization.
For time-limited attack extraction, the access time must be a multiple of the
window size, and the final timeslot’s scheduled zone must allow the occupant to
be moved to a different zone in the next timeslot, maintaining ADM consistency.
Meeting both conditions is unlikely. To address these challenges, we identify at-
tack vectors that evade the non-linear ADM, recover from deadlocks, generate
attack schedules from the entire ADM temporal snapshot (no consideration of
scheduling windows), and handle time-limited attack schedule generation.

4.2 RL Model Training

The main contribution of the PEARL framework is to address the limitations of
the SHATTER framework, as discussed. Here, we discuss the RL model training
in general to solve the attack scheduling problem. RL is a type of ML where an
agent is trained to take action in an unknown environment based on the received
feedback in the form of a reward. Unlike supervised /unsupervised learning, which
depends on labeled /unlabeled data, the RL model training is not dependent on
pre-labeled data. By representing the underlying issue as a Markov decision
process, RL is utilized to resolve problems involving an optimal sequence of
decisions [19,20]. The proposed RL approach’s state, action, and reward are
discussed below.

State: S is the set of all possible subsets (i.e., state space) representing an
occupant’s state. In our case, the state information contains the occupant’s zone
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at a particular timeslot and how long they are staying in that zone. Hence,
if there are |7 timeslots, |Z| zones, and || maximum staying duration in a
zone, the size of state space is: |T| x |Z| x |[N]. Particular state information is
represented as a tuple, S; = (at, z,d); where at is the arrival time, z represents
the zone the occupant is staying at, and d represents the duration of staying at
that zone at a time, ¢.

Action A is the set possible actions (i.e., action space). Here, action at a partic-
ular time is defined by zone. Hence, the action space size is: |Z|. An individual
action A; at time ¢ can be represented as a single variable, a, where a = |,z 2.

State Transition: State transition is the probability that action A; in state S;
leads to the state S,y ;.

Reward: The feedback reward for a particular state is calculated by giving
a positive incentive of the cost of a scheduled zone on a successful scheduling
while providing a penalty (i.e., -100) to a deadlock state during exploration and
exploitation.

Training parameters: In our Q-learning implementation, we use ¢=0.7 for
exploration-exploitation trade-off, a = 0.8 as the learning rate for faster adap-
tation, and v = 0.9 as a discount factor to prioritize long-term rewards.

The proposed framework is outlined in Algo-
rithm 1. Instead of considering all possible state

values, it focuses on stealthy states that can evade y J(t, 2,26)
the ADM. Each state is represented by a tuple (ar- Ar

rival time, arrival zone, stay duration). The model 8

is trained over multiple episodes (line 19), where E

each episode consists of several iterations to up- i E\(t 2,19)
date the Q-value. Training starts with an initial 2| ’
state (e.g., arrival time = 1), and iterations con- .9 (t,z,12)
tinue until a deadlock is encountered (line 29). If E

no deadlock occurs, the agent explores or takes ac- 8

tions based on the Q-table using an epsilon-greedy s

strategy (lines 24-25), balancing exploration with g etz 4)

exploiting the highest Q-value. After each action, - - - >
the agent receives a reward, and the Q-value is Arrival Time (Minute
updated using an update rule (line 36) that calcu-
lates the difference between the old Q-value and
the expected cumulative reward, including imme-
diate and future rewards. Over time, as the agent
interacts with the environment, the Q-values converge, allowing the agent to
make better decisions and learn an optimal policy for maximizing cumulative
rewards.

Fig. 4. State pruning before
RL model training.

Our proposed framework enhances the RL model training with the following
approaches to significantly reduce the complexity, make attack vector identifica-
tion faster, and quickly escape the deadlock condition.
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Table 1. Modeling Notations

Notation Description Data Type
S Set of all timeslots in a day at each sampling time Set

Z Set of all zones Set

S Set of all states Set

Ss s-th state consisting of (arrival time, arrival zone, stay dura-|Tuple

tion) tuple

A Set of all actions Set
Aq a-th action (i.e., A; € Z) Integer
Q Set of all g-table entries Set
Qs.a Q-table entry (expected return) for a state, s and action, a |Real
Vs Set of possible valid actions from state, s Set
R Set of all rewards Set
R. Immediate reward for scheduling occupant to zone, z Real
S, = (234, 0, 30) }---- >
N\ Z N Z N Z
5,=(234,3,5) k1 5.=(33¢3,6) || 5,=(24(3,9) [ 5= (23%3, 10)
e N 7 ~ 7 ~N
S,= (234, 4,5) |- . Deadlock

Fig. 5. State pruning during RL model training.

4.3 State Elimination

Pruning Redundant States Prior to Training Instead of creating all pos-
sible states for the RL model, PEARL eradicates the redundant states be-
fore model training. The possible number of states without state elimination
is |Z] x |O| x |D|. We consider |.| as the cardinality of a set. The prevalence
of so many states increases the computational complexity of the feasible attack
vector identification. Hence, we prune the unnecessary states before RL model
training. In Figure 4, the states with red circles have been pruned. It seems that
only the states with within-range stay duration are retained.

The rest of the states are eliminated. At zone z, if the arrival time is t,
the minimal allowable stay duration is 4, and the maximum permissible stay
duration is 25. Any state with a stay duration outside that range (4-25) will
raise alarms, making an attack unstealthy. Similarly, stay duration 12-19 will also
raise alarms since that is an abnormal behavior for the ADM. Consequently, the
states associated with that range have also been pruned. The pretraining state
elimination eradicates 97% of possible states.

Eliminating States During Model Training We further eliminate redun-
dant states in the model training process to increase the computational efficacy.
As discussed earlier (Section 2.4), the clustering models allow some flexibility
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Algorithm 1: PEARL Model Training

Function getArrivalTime(S;):

‘ return Occupant’s arrival time in Ss;
return
Function getArrivalZone(S;):

‘ return Occupant’s arrival zone in S;
return
Function getStayDuration(S;):

‘ return Occupant’s stay duration in Ss;
return
Function getNextState(s,a):

‘ return Next state, s taking action, a;
return

© 0 N3 U WN -

[T
N R O

13 Function modelTraining():

14 t < getArrivalTime(S);

15 z < getArrivalZone(S);

16 d + getStayDuration(S);

17 a < None;

18 deadlock +false;

19 for e in Range(E) do

20 for i in Range(I) do

21 s < initialstate;

22 while not deadlock and t # T do

23 r < uniform random number (0 — 1)

24 if » < € then

25 | a <V,

26 end

27 else

28 if V; == ¢ then

29 deadlock <+false;

30 break;

31 end

32 a <—argmaxy, Qs vev,;

33 nextState <—getNextSate(s, a);

34 nextZones < getNextSateArrival Zone(nextState);

35 nextAction <—argmax, QnestState,v€Vpearsrate ;

36 Qs,a = QneztStatﬁ,ncztActiOn +a X (Rnethones + d x
QneztSttLte,neztActiun - Qs,u);

37 end

38 state < getNextSate(s, a);

39 end

40 end

41 end

42 return Q;

43 return
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around the original data points, which sometimes trap the attack scheduling into
deadlocks. PEARL also encounters deadlock states during the RL model train-
ing. The information is passed to the first preceding state when a deadlock state
is identified. The model training must iterate multiple times to get out of the
deadlock. Eliminating redundant states expedites the deadlock recovery time.
Figure 5 shows the runtime state pruning process. Once a deadlock state S¢ is
identified, all preceding states are removed that do not have any other branch
to transition to the state associated with zones different than Sy. The state S,
is not removed since it can transition to other states S, and S, associated with
zones 0 and 4, respectively. The pretraining state elimination removes around
0.1% of the total possible states. However, eliminating those states helps faster
convergence (evaluated in Section 5.7).

4.4 Time Limited Attack Schedule Generation

Time-limited attack schedule generation is one of the fundamental contribu-
tions of the proposed framework. Let’s assume that an attacker can carry out
an attack from T; to Ty timeslots (i.e., 1 < Ty < Ty < 1440). Run-time ac-
tual occupants’ location information is required to identify a time-limited attack
schedule. If attacking at T; time is violating the attack’s stealthiness, i.e., based
on the occupant’s location at Ty — 1, changing the cyber state’s location at Ty
is inconsistent with the ADM, the attacker will create an attack schedule lever-
aging PEARL that schedules the occupants at the same zone as the occupant’s
location at T; — 1 for minimal time to evade ADM. In the attack schedule gener-
ation process, PEARL attempts to identify such an attack vector so that ADM
does not restrict scheduling to the same zone at Ty to To + 1. If no such feasible
attack vector is found, the attack ending time is progressively reduced until a
valid suboptimal attack vector is identified. Thus, PEARL handles time-limited
attack schedule generation, overcoming the drawback of SHATTER.

5 Evaluation

We evaluate the feasibility and efficacy of our proposed framework along with
the framework’s findings of smart home FDI attack vectors and correspond-
ing impacts. The evaluations are conducted on the ARAS dataset consisting
of two houses (each containing two occupants). We split the dataset into 4
sub-datasets- house(H)A (occupant(0)1), HA(0O2), HB(O1), and HB(O2). The
merged HA(O1) and HA(O2) datasets will be considered as the HA dataset,
while HB is a consolidated dataset of HB(O1) and HB(O2). These datasets will
be used for evaluation purposes. PEARL is evaluated on these datasets and the
following research questions (RQs).

RQ1: What is the impact of the PEARL-generated attack vectors? (Sec-
tion 5.1)

RQ2: What is the framework’s capability in extracting attack vectors from
actual ADM? (Section 5.2)

RQ3: What are the framework’s findings in assessing the impact of proposed
attacks considering various levels of adversarial attributes? (Sections 5.3, 5.4)
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RQ4: What is the framework’s capability for recovering from deadlock? (Sec-
tion 5.5)

RQ5: How to determine the convergence of the proposed framework’s RL
models? (Section 5.6)

RQ6: What is the essence for PEARL’s state elimination? (Section 5.7)

RQ7: How effectively do the attack vectors identified from the framework
exhibit stealthiness? (Section 5.8)

5.1 Evaluation of the PEARL-generated Attack Vectors

As discussed, PEARL generates suboptimal attack vectors for a smart home’s
ML-based control system using an RL-based technique. Identifying the optimal
attack vector requires solving an NP-hard problem, which is infeasible for large
systems. For example, with access to all five zones and 1440 timeslots, solving
the optimal attack’s computational complexity would be 5440, taking years with
intensive resources. We propose an RL-based framework that provides stealthy,
near-optimal attack vectors to address this. However, the attack’s impact is triv-
ial unless it significantly surpasses benign energy costs. We evaluate the attack
vector’s impact using DBSCAN and K-Means clustering-based ADMs, as shown
in Figure 6. The results show a significant energy cost increase, with the HA
dataset’s benign cost of $173.4 rising to $738.4 with appliance triggering un-
der DBSCAN-based ADM. The K-Means clustering ADM results in even higher
costs, as its clusters are more significant than those in DBSCAN.

Table 2 shows that attack vectors from PEARL cause higher impact than
those from the SHATTER framework. For instance, an attack vector from DB-
SCAN with full attacker’s capability incurs an energy cost of $549.58, 34.35%
lower than the linearized ADM’s and 47.4% lower than the actual ADM’s im-
pact. Since the actual ADM has more flexibility, the suboptimal solutions of
PEARL surpass those of SHATTER, which evades the linearized ADM. A key
limitation of SHATTER is its window-based optimization, which ensures consis-
tency across consecutive windows but restricts the attack vector’s optimality by
adjusting values based on previous windows. SHATTER does not allow windows
to update iteratively through information sharing, limiting its ability to find the
best attack vectors.

5.2 Evaluation of framework’s Efficacy Compared to Linearized
ADM-Based Analytics

PEARL can extract attack vectors from ML-based ADMs without linearizing
the models. Unlike the previous approaches, the proposed framework can identify
attack vectors from the actual ADMs. Here, we compare the attack impact of the
PEARL attack vectors extracted from the linearized and actual ADMs as shown
in Table 2. The results indicate that the attack impact of the attack vectors
found from the linearized ADM comes up with less attack impact than the
actual ADM. For example, the attack vectors extracted from DBSCAN-based
ADM (i.e., actual ADM without linearization) with full attacker’s knowledge
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Fig. 6. Cost comparison between control costs of benign control, with and without
appliance triggering attacks for (a) ARAS HA dataset trained with DBSCAN ADM,
(b) ARAS HA dataset trained with K-Means clustering ADM, (c) ARAS HB dataset
trained with DBSCAN ADM, and (d) ARAS HB dataset trained with K-Means ADM.

incur a total energy cost of $810.11. In contrast, the linearized model experiences
an energy cost of $738.38 (i.e., 8.8% less than the actual ADM). The reason is
that the linearized ADM narrows down the actual clusters, which reduces the
flexibility for scheduling the occupants into more rewarding zones (i.e., in terms
of energy cost increment) for a longer time.

5.3 Evaluation of the PEARL-Generated Attack Vectors with
Variable Attacker’s Knowledge

Here, we evaluate the performance of our proposed framework to identify attack
vectors with different attacker’s knowledge. As mentioned, we consider two levels
of attacker’s knowledge - partial and full. With partial knowledge, the attacker
has access to nearly 50% training data to train the ADM, while with full ac-
cess, he roughly knows the actual ADM distribution (i.e., 100% training data).
Table 2 demonstrates that the attack impact of the attack vectors found from
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Table 2. Comparison in between PEARL Attack Impact for Linearized and Actual
ADM with Different Attacker’s Knowledge

Framework| ADM ADM Type [Knowledge ([House A Energy|House B Energy
Cost ($) Cost ($)
Linearised | perar——(g0039 Trrer
artia . .
DBSCAN Actual Full ] 810.11 %18.82
PEARL Partial 655.88 320.12
Lincarized Full _ 796.99 309.45
Partial 671.18 422.42
K-Means
Actual Full ] 798.16 380.32
Partial 652.67 352.29
DBSCAN  |Linearized  [ouil 549.58 299.69
SHATTER Partial 461.01 132.95
K-Means Linearized Full 745.04 454.61
Partial 361.15 434.09

the partial attacker’s knowledge comes up with less attack impact than that of
full knowledge. For example, the attack vectors extracted from DBSCAN-based
ADM with full attacker’s knowledge incur a total energy cost of $810.11. In con-
trast, with partial attacker’s knowledge, the home experiences an energy cost
of $655.88 (i.e., 19% less than the attack impact with full knowledge). The rea-
son is that with the reduced number of training samples, the model lacks the
knowledge of the whole pattern of possible/feasible stay duration in the zones,
which incurs more energy costs. For example, the ADM trained with 100% data
considers occupant 1 staying in the kitchen zone for 40 minutes if he enters at
2 PM as a benign sample. However, with 50% training data, stating more than
10 minutes can be considered an anomaly.

5.4 Evaluation of the PEARL-Attack Vectors with Variable
Attacker’s Capability

We evaluate the framework’s efficacy in identifying attack vectors with vary-
ing attacker’s capabilities. Table 3 compares energy consumption with different
access to zones and periods. Two time periods are considered: before midday
(12 AM - 11:59 AM) and afternoon (12 PM - 11:59 PM). The attack sched-
ule is generated using the method from Section 4.4. Energy costs are higher in
the afternoon due to lower occupant activity during that time, making attacks
less stealthy. The evaluation shows that maximum energy cost occurs when the
attacker has access to high-reward zones (kitchen and bathroom) with 2-zone
access. While increasing zone access raises energy costs, the increase from 3 to
4 zones is minimal. Thus, PEARL offers a defense strategy to improve system
robustness.

5.5 Evaluation of framework’s effectiveness to Recover from
Deadlock

In previous evaluations (Table 2), we observed that SHATTER-identified attack
schedules from the linearized model do not experience deadlock. However, when
attack schedules are generated from the actual ADM rules, a deadlock occurs
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Table 3. Comparison of the Energy Consumption based on Different Attacker’s Ca-
pability

Number of Accessible Energy
ADM ADM Type |Dataset Accessible Zones|Time Period Cost (8)
9 Before midday 405.16
Afternoon 511.15
Before midday 416.52
DBSCAN |Actual HA 3 ATtornoomn 51163
4 Before midday 424.52
After noon 512.48

in most cases, as shown in Table 4. For the actual DBSCAN ADM, deadlock
is encountered across all datasets when the attacker has full ADM knowledge.
In the case of partial ADM, deadlock occurs in most datasets except HA(O1).
In contrast, PEARL can always generate an attack schedule across all 1440
timeslots, avoiding deadlock in all cases. This ability to overcome deadlock is a
key advantage of PEARL over SHATTER. Unlike SHATTER, PEARL does not
limit exploration to fixed time windows. While initial timeslots may encounter
deadlock, over learning episodes, these states are penalized, and information is
propagated to adjacent states, allowing PEARL to escape deadlock.

Table 4. Deadlock Occurrence Timeslot for Different Datasets Considering Actual
DBSCAN ADM

ADM Deadlock Occurrence Timeslot
ADM Type Knowledge HA(OT)[HA(O2)[HB(OT)[HB(O2)
Fall 190 [300 |80 100
DBSCAN |Actual Dartial N/A [80 120 [80

5.6 Evaluation of PEARL’s RL Model Convergence

PEARL can extract feasible attack vectors (Section 5.5), with attack impacts sig-
nificantly exceeding benign energy costs (Section 5.1). As an RL-based approach,
PEARL continually seeks higher attack impacts over the learning episodes. A
key concern with RL training is determining the stopping criteria or convergence
point. Figure 7 illustrates the expected return of different PEARL ADMs trained
with various datasets, attacker’s knowledge, and algorithms. The expected return
represents the cumulative reward of the attack schedule, where higher rewards
are given to more impactful zones. For example, if scheduling an occupant to
zone Z5 is more rewarding than 2, reward(Z;) = 1 and reward(Z;) = 2. In the
convergence tests, learning episodes were limited to 20, with 100 iterations per
episode. Figure 7 shows that most attack vectors reached convergence except for
a few cases. Convergence is defined as a small decline in the slope of learning
episodes, with observed drops attributed to the model’s exploration behavior.
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Fig. 7. RL convergence analysis of PEARL framework for ARAS (a) HA(O1), (b)
HA(0O2), (c) HB(O1), and (d) HB(O2) datasets.

5.7 Evaluation of PEARL’s State Elimination

The need for state elimination during RL model training is demonstrated in Ta-
ble 5. The evaluation is performed on the HA(O1) dataset considering the full
attacker’s capability. From the table, it is clear that with state elimination be-
fore and during model training, PEARL gets out of the deadlock on the second
episode and reaches convergence on the 8th episode with a return value of 3203.
With only pretraining states elimination, the convergence took longer (i.e., 47)
and achieved less return (i.e., 3090), which motivates the need for runtime state
elimination. We can also notice that without any state elimination or only run-
time state elimination, PEARL cannot recover from deadlock even after being
trained for 5000 episodes (1000 iterations per episode). Hence, it can be inferred
that the elimination of the pretraining state is mandatory for deadlock recovery.

5.8 Evaluation of PEARL’s Stealthiness

We evaluated the stealthiness of the attack vectors under diverse ADM con-
straints, considering various attack models. The assessment determined the com-
pliance of all identified attack vectors with the specified ADMs. Hence, it can be
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Table 5. Comparison the Performance of PEARL with and without State Elimination

Deadlock

ADM |ADM |Dataset |>t2t¢ Recovery Convergence | Expected

Elimination . Episode Return
Type Episode

No state elimination|N/A N/A 522
Runtime states elim-|N/A N/A 594
ination
Pretraining  states|2 47 3090
elimination

DBSCAN |Actual |HA (O1) [Pretraining and run-|2 8 3203
time state elimina-
tion

inferred that the attack vectors exhibit stealthiness as they successfully evaded
the ADMs.

6 Related Works

The formal analysis of threats and resilience in rule-based IoT systems has been
widely studied [21,22]. Mohsin et al. developed a formal security analysis frame-
work for IoT systems that extracts potential attack vectors from integrity and
availability attacks [21]. This framework also evaluates the resilience of CPSs,
considering attacker capabilities. However, these solutions are limited to rule-
based IoT systems, while PEARL synthesizes attack vectors in ML-based smart
home systems. A few studies explore threat analysis using ML models. Luo
et al. introduced an adversarial ML-based attack on data fusion/aggregation in
IoT [23]. Newaz et al. explored adversarial attacks in ML-based Smart Healthcare
Systems (SHS), showing how such attacks affect disease detection and patient
activity recognition [24]. Other works focus on attack detection via network
packet analysis using ML [25]. However, detection is outside the scope of our
work, which focuses on synthesizing attack paths bypassing ML-based ADMs
using RL.

RL has been widely used for attack analysis, particularly in smart grids. Ni et
al. developed an RL approach to identify the minimal number of attacks needed
to reach a blackout threshold in smart grids with limited topological informa-
tion [26]. Yan et al. used a Q-RL approach to analyze sequential attacks in power
grids [27]. Other works include Yang et al.’s RL-driven black-box attack for im-
age misclassification [28], and Gohil et al.’s RL-enabled framework, Attrition, to
evade hardware Trojan detection [29]. These approaches primarily aim to bypass
rules-based ADMs, which is more straightforward than evading non-linear ML-
based models. Moreover, they focus on instantaneous attack generation, whereas
our proposed framework extracts attack vectors that bypass time-series ADMs.

7 Discussion and Limitations

From the discussion in the previous section, we identify three tools that are popu-
larly used for CPS attack vector extraction: formal analysis, adversarial ML, and
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Table 6. Summary of the Comparative Analysis of Formal Modeling, Adversarial ML,
and RL Approaches for Attack Vector Identification from ML-based ADMs

Criteria Formal Analysis|Adversarial ML|PEARL
Valid attack vector identification

Attack vector identification guarantee

Suboptimal solution from large scale time-series
models

Computational efficacy

Deadlock recovery

Partial duration attack vector identification

R R RIS
R N R A

ANENENEEENFYEN

RL. Table 6 presents a comparative analysis of these tools. Our proposed RL-
based framework addresses a major limitation in traditional RL models, which
struggled to guarantee the validity of identified attack vectors. By introducing
a novel reward function and a redundant state elimination technique, we en-
sure the identification of valid attack vectors. Unlike computationally expensive
formal analysis methods, RL-based analytics can extract attack vectors that cre-
ate suboptimal impacts, successfully evading large ML-based time-series ADMs.
Additionally, we demonstrated that proper RL model training can overcome
deadlocks, making RL an optimal solution for deriving suboptimal outcomes
from NP-hard problems. However, there are some limitations and research gaps
in our proposed framework, which are listed below to plan for future extensions.

— PEARL cannot provide a guarantee for attack vector identification. The
framework yields suboptimal solutions compared to the optimal solutions
provided by formal solvers. RI-based approaches are primarily applicable
when the problem scope is too large for formal solvers.

— We propose a solution for obtaining attack vectors from a specific time-series
ADM. The proposed framework needs to be updated to get attack vectors
that evade other time-series ML models like long short-term memory.

— PEARL considers only a single attack goal-energy cost increment. However,
FDI attacks can also compromise occupants’ comfort, invade privacy, and so
on, which are not investigated in this study.

— The proposed framework is an efficient tool for security and robustness
analysis of the smart home ADM. Based on the identified attack vectors,
PEARL can provide a defense guide. However, our proposed framework
doesn’t develop a more resilient defense tool using the attack vectors and
corresponding impact.

8 Conclusion

This work proposes a novel attack analytics that can extract/identify attack
vectors bypassing ML-based non-linear ADMs. The framework outperformed
the SOTA framework for suboptimal critical attack vector identification, time-
limited attack schedule generation, and deadlock recovery. The proposed frame-
work utilizes novel reward functions and state-elimination techniques that can
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reduce more than 95% of total states to discover valid attack vectors. PEARL-
identified attack vectors can increase energy cost 4 times higher than the benign
control cost and 50% higher than the SOTA framework-extracted attack vectors.
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