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Abstract—In the ever-evolving realm of blockchain technology,
payment channels have become crucial for achieving competi-
tive throughput. Payment channel network (PCN) was the ini-
tial attempt to ease blockchain congestion by enabling off-chain
transactions through a network of payment channels. However,
routing paths can become long, causing high fees and delays.
Payment Channel Hubs (PCHs) solve this by using a central
entity (aka tumbler) for faster, cheaper transactions; without
revealing sender, receiver, or amount details. Thus, PCHs aim
to enhance privacy through promising relationship anonymity
and concealed transaction amounts, which go beyond base
layer where all transaction details are public. Despite these
benefits, PCHs are vulnerable to balance discovery attacks
(BDAs) due to channel capacity-driven transaction processing,
which is fundamental to any system utilizing payment channels.
In this work, we propose XP0z-HUB, a novel attack technique
designed to expose transactions occurring within the PCH
system. Our approach involves a set of collaborative probers
that exploit information leaks in PCH response messages to
infer sensitive user information (i.e., balance) in an economic
and stealthy way. The attackers further collude with the
tumbler to access user interaction data, which is leveraged
to formulate a constraint satisfaction problem (CSP). By solv-
ing this CSP, aided by deep learning (DL)-based transaction
pattern identification and incorporating insights from BDA
reconnaissance, the attackers uncover PCH transactions with
high accuracy. The attack demonstrates that the privacy guar-
antees advertised by PCHs are not absolute: the unlinkability
and value confidentiality can be systematically undermined.
We assessed the attack impact by extending the TumbleBit
protocol to create a PCH simulator and experimented with
PCH mainnet snapshots to illustrate real-world effects. While
the attack works in real time on open channels; it cannot
deanonymize settled transactions.

Index Terms—Blockchain, payment channel hub, formal mod-
eling, deep learning.

1. Introduction

Blockchain has revolutionized various sectors with its
decentralized, transparent, and secure transaction mecha-
nisms [1]. One of the key challenges faced by blockchain

networks, however, is scalability [2], [3]. As transaction
volumes grow, so do processing time and costs. Payment
channels emerged as a promising solution to address this
challenge by enabling parties to conduct off-chain trans-
actions, reducing the load on the main blockchain while
maintaining security and trust [4]. The first attempt to extend
the capabilities of payment channels was the payment chan-
nel network (PCN) architecture, which created a network
of interconnected channels. This network allows users to
transact with parties they do not have a direct channel
with, thereby increasing the reach and usability of off-chain
transactions [3)]. However, PCN efficiency can be reduced by
long routing paths, resulting in higher fees and delays [6].

The payment channel hub (PCH) emerges as an al-
ternative that includes central intermediaries (often called
the tumbler) facilitating off-chain transfers [7]]. Each user
establishes a channel with the tumbler, which serves as
an intermediary for facilitating payments between sender-
receiver pairs while receiving a fee as compensation [8]].
Users can benefit from faster and more cost-effective trans-
actions while the overall scalability of blockchain networks
is improved. Despite the advantages, PCHs introduce a new
set of challenges. Given that all transactions in PCH are
executed through the tumbler, one might naively assume
that transaction details (e.g., sender, receiver, amount) are
accessible to the tumbler. However, this would compro-
mise the privacy and anonymity that are fundamental to
payment channels. Consequently, while scalability moti-
vates the deployment of PCHs, privacy is also a central
design objective. State-of-the-art PCH proposals (e.g., [7],
[O) explicitly advertise stronger privacy guarantees than
the underlying blockchain: the tumbler should not learn
which user pays whom, nor the transaction amounts being
transferred. Standard PCH architectures stress the need to
obscure the tumbler [7]], [8]], [10], as it might be incentivized
to reveal information about PCH. Therefore, the relationship
anonymity and the value privacy differentiate PCHs from
simple centralized exchanges, and form a critical part of
their appeal [L1], [12].

In this paper, we argue and demonstrate that such guar-
antees can be systematically compromised. Most of the ex-
isting PCH constructs [13] provide relationship anonymity;
however, they could only facilitate fixed payment amounts,
hindering their mass adoption. The state-of-the-art PCH



solutions (which we consider in this work) allow variable
payment amounts while restricting the information from the
tumbler through means such as blind channels [9]. Nev-
ertheless, the tumbler can still gather significant metadata
through the symmetric promise and randomized puzzle so-
lution requests count, deducing which user acted how many
times as sender/receiver.

The balance information of the payment channels plays
a crucial role in their operation. On the positive side, this
information can assist users in efficiently identifying viable
payment routes in PCNs [[14]], [15], [L6]. Moreover, it aids
in identifying unbalanced channels, where one balance sig-
nificantly outweighs the other, a situation that can severely
impede PCN liquidity [[17], [18]. Conversely, accessibility
of this information compromises user privacy and can be
exploited by malicious users to manipulate balances, po-
tentially gaining undue control within the PCN [19]]. Com-
monly referred to as the balance discovery attack (BDA),
it is a tactic that involves an adversarial user (i.e., the
attacker) conducting numerous dummy payments to uncover
the undisclosed balance of a payment channel [20]. While
approaches like brute-force (initiating a series of transac-
tions with increasing amounts) or dictionary attacks (de-
signing a list of common transaction amounts) can execute
the BDA [21], the binary search could split the search range
and quickly narrow down the exact balance [22].

Although many BDA techniques are tailored for PCN
systems [23]], [24], none acknowledge the vulnerability to
be present in the PCH architecture. In a PCH setup, exe-
cuting a BDA requires significantly fewer probing attempts
since PCH users typically have just one channel. This
makes their total balance discoverable by probing that single
channel, unlike PCNs, where users have multiple channels
with various counterparties. Moreover, probing within PCH
environments can be more detrimental due to its centralized
transaction execution system. As previously mentioned, the
tumbler can deduce how often a user has acted as a sender or
receiver, which potentially facilitates the discovery of trans-
actions within the hub system. Consequently, we propose
the XPoz-HUB attack, a transaction discovery technique in
PCHs that leverages error message-based balance probing
and a satisfiability modulo theories (SMT) solver. We pro-
pose collective probing strategies as the reconnaissance step
and further leverage collusion between the probers and the
tumbler to infer transaction details systematically. Utilizing
the temporal user balances (via probing) and user interac-
tions (from the tumbler), the attack synthesizes potential
transactions through a SMT solver, effectively linking the
senders and receivers of the PCH transactions. Our contri-
butions are four-fold:

e We propose economical and stealthy BDAs in PCH
employing collaborative and hybrid probing strategies.

e We formally model PCH and encode it into SMT
formulas according to the given inputs (BDA and tum-
bler interaction counts) and solve them to discover the
potential transactions executed in the PCH.

e To improve the synthesis accuracy, we utilize
blockchain payment channel snapshots to discern user
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Figure 1. PCH structure and general transaction workflow.

transaction patterns (by training deep learning (DL)
models) and acquire the corresponding constraints.

« We extended the TumbleBit protocol [25] to build a
PCH simulator to validate the attack’s impacts and ex-
periment with PCH mainnet (i.e., Celer Network [26])
snapshots to demonstrate real-world attack effects.

We discuss necessary information in Section [2] The
related works are discussed in Section Bl We introduce our
proposed xPoz-HuB attack in Section [ In Section 5] we
discuss the technical details of the attack. We explain the
attack through a case study in [6} In Section [7] we explain
the empirical analysis and findings. At last, we conclude the
work in Section

2. Background

We present some preliminary information in this section.

2.1. Payment Channels

Payment channels enable off-chain cryptocurrency transac-
tions, recording only the opening and closing states [27].
To initiate a payment channel, participants must commit a
specific amount of cryptocurrency as a deposit. This require-
ment limits the number of channels one party can open.
These bidirectional channels support micropayments and
atomic swaps [28]. For transactions between non-connected
parties, PCNs route payments through intermediaries [29],
each charging a fee, which increases with path length. PCNs
may face scalability issues as participants and transactions
grow [30], and finding an optimal route can be challenging,
causing delays [L6]. To mitigate this, payment channel hubs
(PCHs) offer one-hop payments, enhancing scalability and
reducing fees [10].

2.2. Payment Channel Hubs

PCHs adopt a star-shaped topology [311], [7]], [32], [8]] where
users transact through a central intermediary called the tum-
bler. Each participant opens a channel with the tumbler [33]],
which manages transactions. However, this centralization
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Figure 2. DPLL-based SMT solver workflow.

raises security concerns, notably the tumbler’s ability to
withhold payments or link the sender and receiver [9]. To
mitigate these risks, advanced PCH systems [7], [33], [9]
employ puzzle-solving and blinding protocols, as shown in
Figure [I] The transaction initiation begins with a round of
communication between the sender and receiver (this initial
phase is omitted in the diagram for simplicity). After both
parties agree on the transaction, the receiver requests the
tumbler for a puzzle-promise pair. As shown in Figure|l] the
tumbler sends the receiver Bob a puzzle and a symmetric en-
cryption promise. Bob can only retrieve the transaction coins
from the tumbler if he can furnish the transaction signature,
which he can obtain by decrypting the symmetric encryption
promise. However, to acquire the symmetric key that has to
be used to decrypt the promise, Bob needs the solution to
the puzzle. Thus, Bob sends the puzzle to the sender, Alice;
however, he blinds the puzzle using a “Blinding/unblinding
Protocol” to ensure the tumbler cannot link him and the
sender. Upon receiving the blinded puzzle, Alice utilizes the
“Puzzle Solver Protocol” to buy the solution to the puzzle
from the tumbler. Without employing the blinding process,
the tumbler could potentially establish a link between the
receiver and the sender since it would recognize sending
this puzzle to Bob and subsequently receive a request for the
solution from Alice. Thus, Alice compensates the tumbler
for the solution (the compensation includes the transaction
amount and the fee for the tumbler), and upon receiving
the solution, she proceeds to unblind it and subsequently
shares it with Bob. By this step, Alice has already forwarded
the payment coins to the tumbler, and Bob can claim them
by proving the transaction signature. After receiving the
solution to the puzzle, Bob uses it to decrypt the symmetric
encryption promise and furnishes the transaction hash. Fi-
nally, Bob claims the coins from the tumbler by providing
him with the transaction hash.

2.3. Constraint Satisfaction Problems

Constraint Satisfaction Problems (CSPs) are computational
conundrums that involve finding solutions that meet a set
of predefined constraints [34]. These constraints limit the
possible values of variables, with the goal of assigning
values to satisfy all constraints simultaneously. CSPs consist
of variables, each with a domain of possible values, and
constraints that define allowable combinations of assign-
ments. The objective is to find an assignment that meets
all constraints, possibly optimizing other objectives [35].

CSPs are widely used in Al, scheduling, and planning [36]],
[37]], where systems are modeled by defining variables, their
domains, and constraints, allowing systematic exploration of
potential configurations.

2.4. Satisfiability Modulo Theories

SMT solvers are tools for solving decision problems that
involve both propositional logic (e.g., satisfiability (SAT)
solver) and background theories (e.g., Arithmetic, Bit-
vectors) [38]. They determine the satisfiability of logical
formulas and find variable assignments that meet given
constraints. Widely used in fields like formal verification
and software analysis [39]], [40], [41]], SMT solvers often use
the Davis Putnam Logemann Loveland (DPLL) algorithm.
The basic scheme is illustrated in Figure [2] which involves
converting the input formula into conjunctive normal form
(CNF) using Tseitin’s transformation, which maintains lin-
ear time and space complexity [42], [43]]. Upon receiving the
CNEF, the SMT solver starts by creating a boolean representa-
tion of the input formula, replacing the real polynomial con-
straints with auxiliary boolean variables. This transformed
formula is passed to the SAT solver, which attempts to find
a valid assignment. If no solution is found, the formula is
unsatisfiable. If a solution is found, the theory solver verifies
the polynomial constraints. Satisfiable constraints confirm
the original formula, while infeasible ones are sent back to
the SAT solver for refinement. This process repeats until
satisfiability is determined.

3. Related Work

The balance probing on payment channels was first pre-
sented by Herrera et al. [20], wherein they characterize this
attack as disclosing channel balances of PCNs through exe-
cuting numerous unfinalized payments at a low cost. While
PCNs keep balances confidential to ensure privacy, this
creates challenges for routing. The attack strategically con-
ducts payments without finalizing them, minimizing costs
while exploiting error information from lightning network
(LN) clients [44]. The onion-routing protocol [45] further
complicates detecting the attack source. Van et al. proposed
an improved BDA algorithm, introducing a new attack called
Payment of Death (POD), which exploits differences in
LN client software implementations [23]. Testing revealed a
9.27 percentage point increase in the disclosure of channel
balances with the enhanced algorithm. Countermeasures dis-
cussed include adherence to the Basis of Lightning Technol-
ogy (BOLT) protocol [46] and limiting suspicious payment
requests. Tikhomirov et al. suggested a balance probing
technique and proposed modifications to LN’s error handling
and API calls to enhance privacy [47]. They recommend
just-in-time (JIT) routing to counter channel probing attacks
by rebalancing channels instead of sending error messages,
misleading attackers about available funds.

Qiao et al. propose a non-intrusive balance tomography
(NIBT) method to address LN balance probing without
using costly fake payments [48]. NIBT infers balances
between two LN accounts through legitimate payments,
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Figure 3. The three consecutive phases of the proposed privacy infiltration attack, where the first two execute reconnaissance steps, while the last one
entails transaction prediction step: (a) initial balance discovery through probing, (b) subsequent balance update tracking with a smaller number of probings,

and (c) transaction synthesis with DL-based constraint aided SMT solver.

achieving about 92% accuracy with minimal cost. Current
BDA techniques are slow due to sequential probing, but
Rahimpour et al. introduce Torrent, which speeds up the
process by sending multiple payments concurrently [24].
The aforementioned probing methods overlooked presence
of parallel channels between two nodes, leading to inaccu-
racies. Biryukov et al. address this by introducing jamming-
enhanced probing, which improves speed by 15% and pro-
vides comprehensive balance information [49]. As a counter-
measure, they suggest optimizing hop bandwidth by splitting
payments across parallel channels.

None of these balance probing techniques, however,
consider the attack in the PCH architecture, where BDA
will require substantially less number of probing attempts.
In PCNs, users often have multiple channels with vari-
ous parties, resulting in their balance being the aggregate
of balances across these channels, while in PCHs, users
typically have a single channel, making their total balance
vulnerable to discovery through probing of the sole channel.
TableT]compares the xPoz-Hus attack with existing balance
probing attacks.

TABLE 1. CONTRASTING WITH EXISTING WORKS

Probing Channels to Direct Tx Existing
Attack Probe (BDA) Channel? Detect Counter
Herrera et al. [20] All (1/2/../n) Yes X JIT/PSS
Van et al. [23] All (1/2/../n) Yes X BOLT
Tikhomirov et al. [47] All (1/2/../n) No X JIT
NIBT [48] All (1/2/../n) No X PSS
Torrent [24] All (1/2/../n) No X PSS
Biryukov et al. [49] All (1/2/../n) No X Split
XP0z-HUB 1 No v X

4. XPoz-HUB Attack: Key Idea

This section explains the theoretical idea of the attack.

4.1. Reconnaissance

Due to the star-topological design of PCH, the BDA be-
comes even more catastrophic in this setup, as discussed

in Section [T} Our proposed attack exploits this design vul-
nerability through collusion between a cluster of adversarial
PCH users and the tumbler. In this section, we discuss the
first two phases of the attack, which serve as the reconnais-
sance steps. Unlike traditional balance probing, we propose
a collaborative approach where several adversarial PCH
users distribute the task among themselves. We introduce
three different collaborative probing strategies (defined in
Section ) and evaluate their effectiveness (presented in
Section [/) to determine the optimal strategy for the attacker.
Figure [3(a)] provides an overview of the first phase probing,
where a set of collaborative probers initiate multiple dummy
transactions to discover the balances of general PCH users
Alice, Bob, and Charlie. Let us assume that K, M, and
N dummy transactions were required to discover the initial
balances of Alice (B ), Bob (B ), and Charlie (B ),
respectively. The number of dummy transactions needed
to probe a user’s balance depends on both the founding
collateral of the user’s channel with the tumbler and the
volume of transactions the user has already conducted within
the PCH. Consequently, the users’ balances in the PCH
will likely deviate considerably from their initial collateral
amounts. Since channel capacity is public information [50],
the probers initiate the probing process adhering to the
binary search probing technique [23]], keeping the channel
capacity as the upper (maximum) bound. Similar to BDA in
PCN, the prober can discover the balance of a target user by
observing the different types of ErrorMessages configured
by the hub.

Algorithm [I] illustrates the proposed balance probing
technique (detailed discussion in Section E]) where the user’s
balance is initially probed using the entire channel capacity
as the upper bound for the search space. Once the initial
balances are discovered (i.e., ng BY, Bg), the probers wait
for a certain period, depending on key attributes of the PCH,
such as the hub’s throughput, transaction execution rate, and
network-induced delays. This waiting period allows for only
a minimal number of transactions to occur in the hub before



performing a subsequent iteration of probing to observe any
updates. The next phase, depicted in Figure involves
the probers collaboratively probing the balances of all users
again. This time, however, the probing requires a shorter
binary search since the search space is narrowed down, using
the previously discovered balance as the initial midpoint
(presented in lines 6-15 of Alogorithm [I). Although this
approach of cutting down the search space may fail to dis-
cover the balance in unusual cases (e.g., irregular transaction
patterns where a user executes a transaction valued at more
than 70% of their balance), these cases are considered out-
liers since our method successfully probed the balance for
update tracking in more than 95% of cases (corresponding
graph not included in the evaluation section due to space
limitations). After executing the second phase, the probers
will obtain the updated balances of Alice (BY)), Bob (BY),
and Charlie (Bf), respectively. We note that probing does
not consume funds: failed attempts with random hashes
return balances immediately, so the attacker’s liquidity is
continuously reusable. The only blocking requirement is the
initial collateral to open a channel with the hub, which re-
mains locked until the channel is closed. Thus, the financial
burden is low in practice, since funds are not spent; rather,
temporarily reserved.

4.2. User Linking via Transaction Discovery

In this section, we introduce the novel xPoz-HUB module,
which formally synthesizes the likely transactions that could
have occurred between the initial balance discovery (phase
1) and the balance update probing (phase 2). As mentioned
earlier, the XxPoz-HuB attack is executed through the collu-
sion of a set of adversarial PCH users (i.e., probers) and the
tumbler. The probers are responsible for the reconnaissance
steps discussed in the previous section. The tumbler provides
information related to the activity of each general user. A
naive assumption might be that if the tumbler is adversar-
ial, it could readily provide the balance information of all
general PCH users, eliminating the need for reconnaissance,
since the channel’s current state is available to both parties
involved in a channel [S1]]. However, state-of-the-art PCH
protocols (e.g., BlindHub [9]) ensure that the channel state
information is inaccessible to the tumbler to avoid a single
point of failure and preserve user privacy. Consequently, the
reconnaissance steps become mandatory, and the probers
must discover and track the balances of ALL the general
users in the PCH for the success of the third phase. While the
tumbler does possess information regarding how many times
a user interacted with it, it does not know the transaction
amounts or the identities of the transaction parties (the un-
linkability property [8]]). The temporal balance information
of all users (acquired by probers) and the interaction counts
for each user are then fed into the xPoz-HuB module, as
shown in Figure We formally model the PCH and
formulate the transaction discovery process as a CSP. We
then use an SMT solver [52], [53] to synthesize the probable
transactions. The solution to our model generates a set of
transactions that satisfy all the given constraints, including
the initial and final user balances and the user interaction

Algorithm 1: Proposed Probing Algorithm

1 Function
PROBE (Cap,, Phase, BALy r_; = Null):

2 if Phase == BalDiscv then

3 Bound,pper = Capy,

4 Boundjyyer = 0

5 end

6 else if Phase == UpdtTrck then

7 if BALV’T_1 Z (Capv/2) then

8 Bound,pper = Capy,

9 BO’U,TLleweT = (BALV7T_1 X 2) — Capv

10 end

1 else

12 Boundypper = BALy 71 X 2

13 Boundjyyer = 0

14 end

15 end

16 while TRUE do

17 BALy p = (Boundypper + Boundipwer)/2

18 if (FRROR == InsufficientFunds) V

19 (ERROR == TemporaryChannelFailur)
then

20 | Boundypper = BALy, 1

21 end

22 else if
ERROR == UnknownPaymentHash
then

23 ‘ Boundlower = BALV’T

24 end

25 if (Boundypper-
Boundjpwer) < (MinCap x 0.05) then

26 | Break

27 end

28 end

29 return BALy 7

count-induced constraints.

Although some of the transactions generated by the
SMT solver closely matched the actual transactions (accu-
rate in transaction participant linking and £15% deviation
in transaction amounts), most generated transactions were
incorrect. To enhance the solver’s accuracy, we train DL
models using historical blockchain transaction data obtained
via snapshots [54]], [55], 56, [S7]. These models predict a
user’s typical transaction amounts based on their balance
over a specific interval. The trained DL model acts as
a mathematical function that outputs transaction amounts
based on temporal balance information. Depending on the
nature of the DL model, this mathematical function can be
represented as a set of equalities and inequalities, which can
then be used as the CSP’s logical constraints. By incorpo-
rating these DL-based constraints into the SMT solver along
with the previous constraints, we generate transactions with
significantly improved accuracy in sender-receiver linking.
We present detailed metrics through a case study and eval-
uations in the following sections.



4.3. Threat Model

The adversary is modeled as a coalition of (i) one or more
probers and (ii) a colluding tumbler that reveals coarse
interaction counts. Concretely, the adversary capabilities and
assumptions are:

o Channel access: adversarial probers may open chan-
nels to the hub and deposit collateral. These funds
are collateralized for probing (not consumed by failed
probes) and are reusable across rounds; the primary L1
cost is the channel setup transaction (Section [7.4)).

o Probing capability: a prober can issue dummy pay-
ments up to its channel capacity and perform binary-
search style balance probing.

o Tumbler collusion: the tumbler supplies per-user
interaction counts (number of times acting as
sender/receiver); we assume the tumbler is willing to
share these counts with adversaries.

o Adversarial presence and placement: the attack’s
effectiveness is a function of the fraction f of hub users
under adversarial control and their placement (higher-
capacity or more-active users increase impact). Em-
pirically, modest fractions produce substantial leakage:
with f=5% we observe ~30% linking, while f=25%
yields ~75% linking (Section [7.6).

o Resources and complexity: probing attempts scale
logarithmically via binary search. A conservative upper
bound on the number of probing rounds to reach a
resolution threshold 7 is approximately

Cap
attempts ~ {log2 (W)l ,

where Cap,, is the channel capacity and MinCap
is the hub’s minimum capacity (Algorithm [I). Thus,
discovering balances requires only tens of attempts in
typical parameter regimes (see Figure [7).

o Detection model: the hub may employ anomaly de-
tection or rate-limits; hybrid probing strategies reduce
per-prober load and improve stealth (Section [7.2).

We emphasize that this threat model is intentionally con-
servative (a worst-case coalition with a colluding tumbler);
the attack remains viable under less extreme assumptions
(Section [g).

5. Technical Details

In this section, we will present the technical details of
the xPoz-HUB attack by first discussing the balance probing
technique utilized. Later, we present the formal modeling of
PCH and the constraints that need to be satisfied by the SMT
solver. Finally, we discuss the DL model training and the
constraint acquisition techniques used.

5.1. Balance Probing Technique

The balance probing technique arises mainly from the un-
certainty of routing due to user balance privacy in PCNs.
However, this probing approach can also be applied to the
PCH system, as detailed in this section. In PCNs, when a
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payer seeks to transfer funds to a payee, they must do so
without knowing the individual balances along the route that
would allow for relaying a payment of a specific amount.
If a relaying node lacks sufficient local balance to facilitate
the payment, it will return one of two error types: Insuffi-
cientFunds or TemporaryChannelFailure. Conversely, if
balances are adequate, the payment will succeed. Thus,



the payer systematically attempts to transmit the payment
amount through each available route until one is found
capable of accommodating it. This process results in mul-
tiple unfinished transaction attempts, incurring no cost to
the payer. However, if a payer initiates a transaction with a
randomly generated payment hash unknown to the intended
payee, even when a route capable of accommodating the
payment is identified, the payee will return an Unknown-
PaymentHash error since it pertains to an invoice it did
not create [22]]. This scenario enables adversarial payers to
indirectly gauge the unknown balance of a payment channel
by executing multiple fake payments. If the payer receives
either InsufficientFunds or TemporaryChannelFailure er-
rors, it indicates that the channel has insufficient capacity in
the intended direction. Conversely, receiving the Unknown-
PaymentHash error suggests that the channel possesses
adequate capacity in the intended direction.

The same probing technique could be effectively applied
to PCHs due to the similarity of protocols. By attempting to
send payments through the tumbler to other participants, the
adversary can trigger error responses from the tumbler, such
as InsufficientFunds or TemporaryChannelFailure when
the target channel balances in the tumbler to the intended
user are inadequate, or UnknownPaymentHash when the
payment hash is unrecognized. The adversary can repeatedly
generate transactions with random payment hashes, probing
different amounts and routes without incurring costs. This
method allows the adversary to gather information on the
capacity of each channel, effectively mapping the balances,
just as it does in the decentralized PCN environment.

Consider a scenario: suppose an attacker P probes vic-
tim V' by sending three hashed dummy payments of 500,
1000, and 1500 wei (1 wei = 10~'® ETH) [58]. The first
two reach V' but cannot be claimed (due to the mismatched
payment hashes), triggering UnknownPaymentHash; the
1500 wei transfer is rejected (fails to reach V owing to
insufficient balances in the channel) with InsufficientFunds.
Hence P deduces the “P — V"’ channel balance lies between
1000 and 1500 wei.

Algorithm [I] illustrates the probing technique we utilize
for the reconnaissance steps. Let us discuss the general
balance discovery phase (BalDiscv) first, where the initial
upper bound (Bound,yper) of the search space is set to
be the capacity of the whole victim channel (Capy,) since
it could be the case that, at that point of time (7°) most
of the balance is in the direction from the tumble to the
victim user. The lower bound (Boundj,qyer) 1S set to zero,
and we calculate the predicted balance (BALy r) for the
victim at 7" to be the average of the extreme bounds (binary
search). We update the bounds according to the protocol
error-based scheme discussed earlier and stop the search
when the predicted balance is at the worst 5% wrong. This
is achieved by setting the threshold for extreme bounds
difference to 5% of the channel with minimum capacity
(MinCap) in the hub.

As mentioned in Section 4] we design this function in a
way that after the initial discovery of the user balances, the
tracking of the balances requires shorter binary searches. We

TABLE 2. L1ST OF NOTATIONS

Symbol Definition
% Set of users (only general users of the PCH, excluding probers)
T Set of transactions (containing N transactions, indexed as 1 to N)
Sf’ Amount sent by k-th user as t-th transaction
RF Amount received by k-th user as ¢-th transaction
N Number of transaction in 7
Bk Balance of k-th user after ¢-th transaction is executed, where t’s
t value ranges from 1 to N/ (B(;C refers to the initial balance)
Fk Flag signifying if k-th user has a non-zero send
ts amount at ¢-th transaction
Pk Flag signifying if k-th user has a non-zero receive
tr amount at ¢-th transaction
ks Flag signifying if k-th user is the sender of t-th
t transaction
kv Flag signifying if k-th user is the receiver of t-th
t transaction
ck Count of times k-th user interacted as the
s sender with tumbler
ck Count of times k-th user interacted as the
r receiver with tumbler
Wf,‘ Initial wallet value of k-th user (balance discovery)
Wlli Final wallet value of k-th user (last balance tracking)

achieve this by setting extreme bounds through utilizing the
previously discovered balance (BALy 7—). If the balance
is more than the founding ratio of the channel, then we
search for the balance in the region of the upper bound,
keeping the previously discovered balance as the midpoint.
Conversely, if it is less, then we search for the balance in the
region of the lower bound, keeping the midpoint at the last
discovered balance. Implementing this approach, we reduced
the probing attempts needed to track balance update by an
average of 23%. In this way, we fail to probe the balance for
cases where a user has transactions worth more than 70%
of his/her balance in the duration between the last probed
balance and the current time. However, those transactions
could be considered outliers (less than 5% cases). This faster
probing helps to achieve improved accuracy for the third
phase since the lower the duration between the first two
phases, the fewer candidate transactions (i.e., solution) to
predict for the solver.

5.1.1. Probing Strategies

Here, we introduce three different probing strategies, which
are illustrated in Figure [d] We contrast these techniques and
highlight both the benefits and drawbacks in Section [/} The
probing strategies are as follows:

1) One-to-many: Each attacker is assigned a specific set
of users and is solely responsible for probing the bal-
ance of those users. Figure presents this strategy,
where prober Eve is responsible for probing the balance
of Alice (K dummy transactions), while prober Carol
is responsible for user Bob (N dummy transactions).

2) All-to-one: All the attackers collectively probe the
balance of each user, i.e., the attackers take turns
sending the dummy transactions. Figure presents
this strategy.

3) Many-to-many: The attackers are divided into small
groups, and each group is responsible for probing the
balance of a specific set of users. As presented in
Figure this is a hybrid of strategies 1 and 2.



5.2. Transactions Synthesis: Solving Hub CSP

In this section, we provide a detailed overview of the for-
mal model-based transaction generation process utilizing an
SMT [52], [S3]] solver. We formally define the PCH system,
along with the specifications of the transaction discovery-
driven constraints, including balances of the victim users
at different time stances and the interaction history of each
user. To implement and solve the corresponding CSP, we use
Z3 [59], an efficient SMT solver. The solution to the CSP is
achieved by assigning values to all variables (completeness)
in a manner that fulfills all constraints (consistency). Z3 uses
various first-order logic-based formulas to solve decision
problems [60] effectively. Table [2| presents the symbols and
definitions of all the variables used in the CSP modeling.

If S} represents the amount sent by user k (from a set
of users U, the general users in the PCH, excluding the
probers) as the ¢-th transaction (from a set of transactions 7,
where the number of transactions is fixed since the colluding
tumbler has interaction count), then the following property
must hold:

VieuerSE >0 (1)

This constraint ensures that all the sent amounts are non-
negative. Despite the restriction of sending amounts to non-
negative values, the solver might still generate a negative
value for receiving. This would signify a situation where the
receiver is actually sending an amount rather than receiving
it. Thus, if RF represents the amount received by user k as
the ¢-th transaction, then the following must also hold:

VieueT R >0 2)

The number of times k-th user interacted with the tumbler
as ‘sender’ is stored in the constant variable C¥, and this
variable does not get any value assignment from the solver,
i.e., its value remains unchanged. By utilizing this constant,
we restrict the solver in a way that it generates the trans-
actions, having each user a specific number of times as the
sender. To achieve this, we define a flag F’z, which will have
a value of ‘1’ if user k is assigned a non-zero send amount
as the t-th transaction (SF) by the solver and a value of ‘0’
otherwise. Then, for each user, we calculate the summation
of th]js flag for all the transactions and restrict it to be equal
to CJ:

Veeu,teT (Stk #0= Ftlz = 1) \% (Stk =0—= Ft]z = O)
eeu ) Fl =C: 3)
teT

We define another constant variable Cf, which represents
the number of times k-th user interacted with the tumbler
as ‘receiver, which also remains unchanged, i.e., the solver
does not assign it any value. We strive to restrict the solver
in a way that it generates the transactions, having each user
a specific number of times as the receiver. To achieve this,
we define a flag F, ’j, which will have a value of ‘1” if user k
is assigned a non-zero receive amount as the ¢-th transaction
(Rf) by the solver and a value of ‘0’ otherwise. Then, for

each user, we calculate the summation of this flag for all
the transactions and restrict it to be equal to C¥:

Vieeu teT (Rf #0= Ftkr = 1) \Y, (RiC =0= Ftkr = 0)

Vieu Z FF =} @)
teT

Although the tumbler can not say which user transacted
with which user and how much the amount was, it does
know the users interacted with it as senders (by requesting
solutions to blinded puzzles) or receivers (by requesting
promises and puzzles) and how many times. From this in-
formation, the number of transactions that happened during
the interval between phases 1 and 2 could be deducted.
We define NV to be the number of transactions, which must
comply with the following equation(s):

N=> =) ¢ §)

kel ke

As mentioned in Table [2| the constant W¥ represents
the initial balance of the k-th user, which is attained
through phase 1 probing (before any intended transaction
takes place), while the constant W¥. represents the final
balance of the k-th user, which is attained through phase
2 probing (after all the intended transactions take place).
We set the variables B} (the balance when 0 transactions
have executed) to W and B}, (the balance after all the
N transactions have executed) to W¥. The other balance
variables (B} to BY,_,) are synthesized by the solver.

VeeuBE = Wy (©6)
VieuBr = W 7

The balance of user k after ¢-th transaction (BF) could
be calculated by subtracting the send amount from that user
(SF) and adding the received amount of that user (RF) to
his/her previous balance after (t-1)-th transaction (B[ ;).

VieuerBF = (B, — SF + RY) ®)

The send amount from user k as ¢-th transaction must
be less than or equal to his/her last balance after (¢-1)-th
transaction since one can not send more than wallet balance:

vk—eu,te7’5tk < Btk—l 9

For each send amount from k-th user, there must be
another user &’ (any other user in I/ except user k) who is
the receiver, i.e., every transaction should have a receiver.

Vierwean \ (BY = 1) (10)

To ensure that there is only one sender for a specific
transaction, we define the flag Ftks. This flag is assigned the
value ‘1’ if Stk has a non-zero value, while it is assigned ‘0’
if Stk has a zero value. Then, for each transaction ¢, we sum
up this flag for all the users and set that to ‘1°, effectively
making sure that only one of these flags has the value 1:

Vieu et (S # 0= Ff* = 1)V (S} = 0= F{* =0)



Vier ) =1 (11)
keu

Similar to the previous case, to ensure that there is only one
receiver for a specific transaction, we define the flag Ft’“‘.
This flag is assigned the value ‘1’ if RF has a non-zero
value, while it is assigned ‘0’ if Rf has a zero value. Then,
for each transaction ¢, we sum up this flag for all the users
and set that to ‘1’, effectively making sure that only one of
these flags has the value 1:

Vieuer (R # 0= Ffr =1)V(Rf =0= F/" =0)

VieT Z Flm =1 (12)
keUd

The solver evaluates the verification constraints and
returns a satisfiable (i.e., SAT) result if all constraints are
met. This SAT result includes the value assignments for
the model’s variables discussed earlier. In line with our
objective, we are primarily interested in the assignments to
the following variables: (i) the decision variable concerning
whether user £ is the sender of ¢-th transaction through being
assigned a non-zero value, Sk, (ii) the decision variable
concerning whether user k is the receiver of ¢-th transaction
through being assigned a non-zero value, RF, and (iii) the
balance user k after ¢-th transaction, Btk. We can retrieve all
the transactions through the values assigned to these three
sets of variables.

5.3. Deriving Transaction Pattern via DL

Despite satisfying all the defined constraints, the SMT
solver synthesized transactions that rarely resemble the ac-
tual transactions that were executed between the phases
1 and 2 probings. This is due to the fact that there are
myriad solutions (i.e., a set of transactions) that satisfy all
the CSP model constraints, and the SMT solver merely
outputs one of them. To reduce the solution space toward
a more appropriate outcome, i.e., restricting the solver to
generating transactions with better accuracy, we utilize DL
models that help define the transaction amount constraints.
We specifically utilize the Decision Tree (DT) and Tem-
poral Convolutional Networks (TCNs) algorithms, as they
outperformed other DL models for this specific task on the
given datasets. These models are trained using payment
channel snapshots and blockchain transaction datasets to
predict transaction patterns for users based on their temporal
balance information. Our TCN model consists of L = 4
temporal convolutional layers with kernel size k¥ = 3 and
dilation factors doubling at each layer, applied over balance-
difference histories with a sliding window of w = 20.
The decision tree model uses the same features with depth
limited to d = 6 for interpretability. We trained on synthetic
transaction graphs generated from the datasets listed below
and evaluated on both synthetic and Celer snapshots:

o LN snapshots by Rohrer et al. [57].

« Bitcoin memory pool transaction by Zhao et al. [54].

« Bitcoin transactions data 2011-2013 by Shafiq [56].

« Blockchain security issues dataset by Rastogi [55].

The selected datasets exhibit similar transaction dis-
tribution patterns to PCH payments, as validated through
comparisons with Celer Network snapshots, a PCH con-
struct [61]. Since PCH datasets are scarce, and the only
available PCH snapshots we found were insufficient for
effective training, we leveraged alternative datasets for our
analysis. The DL models predict the typical transaction
amount for the users, taking into account their balance over
a specific timeframe. Thus, it functions as a mathematical
entity that generates transaction amounts based on temporal
balance data. To formally model the DL techniques used,
we approximate each model’s output space with a convex-
hull algorithm [62], following the SHChecker method [37].
The representation of the DL-based mathematical function
can manifest as a collection of equalities and inequalities,
which subsequently serve as logical constraints for the CSP.
We utilize constraints from both the DT and TCN models
together since they yield more accurate solutions than the
constraints from either model used individually. By incorpo-
rating these DL-based constraints alongside the ones defined
earlier, we require the solver to synthesize transactions that
not only satisfy the protocol constraints but also keep in
mind the user behavior pattern, which makes the transaction
amounts more realistic, resulting in better resemblance in the
synthesized transactions to the actual ones.
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Figure 5. Balance discovery and balance update tracking of 27 users (all
the PCH users within a hub, except the probers).

6. Case Study

In this section, we conduct a case study to demonstrate
how the xPoz-HuB attack links the sender and receiver by
identifying probable transactions.

6.1. PCH Setup for the Study

For simplicity in explaining the case study, we model a
hub of 27 ordinary users plus 5 well-funded probers (32
nodes total), each with distinct channel capacities. While
real-world PCHs are far larger, this scaled setup simplifies
analysis and lets Figure [6] clearly illustrate balance probing.
All probers employ strategy 3 for this case study.

6.2. Probing to Discover/Track User Balances

Under strategy 3, the five probers form two subgroups (sizes
2 and 3) responsible for 11 and 16 users, roughly five targets
each. In the first phase, the probers discover the balances
of all the users at a specific point in time. Afterward,
depending on the system under consideration, an interval
is defined for the second phase of balance discoveries, to
infer payments made between observations. Figure [3] plots
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Figure 6. Case studies showing transaction synthesizing performance of the
SMT solver (a) without the DL constraints and (b) with DL constraints.

the initial balance and two updates: for each user (IDs in
x-axis), three bars show successive balances in Satoshis (y-
axis), coloured green for increases, red for decreases, and
grey for no change, with the change magnitude labelled
above each bar.

6.3. Sender-Receiver Linkage through CSP

Figure [6] shows phase 3, where an SMT solver infers trans-
actions from successive balance probings. Senders (x-axis,
left bottom) and receivers (y-axis, right bottom) are the
27 users (IDs 1-27; axes span 0-30). Transactions appear
as bars (height on z-coordinate indicating the amount, and
x-y coordinates representing the sender and receiver IDs,
respectively), where actual transactions appear as green bars,
while yellow bars, slightly offset to avoid overlap, depict the
solver’s predictions. A green—yellow pair denotes a correctly
linked sender—receiver, with any height gap marking the
amount of error. Green bars lacking a yellow counterpart
indicate missed links; each is mirrored by a red bar at the
solver’s incorrect coordinates (i.e., wrong sender-receiver
linked). Without DL-derived constraints (Figure [6(2)), the
solver misses five links, whereas incorporating those con-
straints (Figure cuts misses to two and reduces the
amount of errors, evidencing stronger deanonymization.

7. Evaluation

This section validates the effectiveness and impact of the
attack through a PCH simulator implemented by extending
the TumbleBit protocol [25] to allow variable payment
amounts. All the experiments were performed on a computer
with an 11th Gen Intel(R) Core (TM) i7-1195G7 @2.90GHz
processor and 16 GB RAM. We evaluate xPoz-HUB using
explicit and reproducible metrics that capture linkage accu-
racy and reconstruction quality. Before presenting results,
we define the abbreviations used throughout this section:

o Flagging System (FS): the hub’s in-band detection
mechanism that flags or removes users exhibiting suspi-
cious probing behaviour. We consider two variants in
our experiments: FS1, a per-prober thresholding rule
that flags any prober whose dummy-transaction count
toward a single victim exceeds a configured threshold
(in our experiments, the threshold is 30); and FS2, a
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vote-out mechanism that removes a user when a super-
majority of peers report it (two-thirds in our setup).

o User-to-Prober Ratio (UPR): the fraction of hub users
that are adversarial probers. For example, UPR = 0.2
denotes 8 probers in a 40-user hub (8/40 = 0.2).

« Average Capacity (AC): the mean channel capacity of
all channels in the hub, used as a normalization factor
when specifying experimental channel capacities (e.g.,
1.25 x AC).

We report three main metrics: (i) pairwise linking accu-
racy, the fraction of sender-receiver pairs inferred correctly;
(i1) mean absolute error (MAE), the average magnitude of
error in reconstructed transaction amounts; and (iii) root
mean squared error (RMSE), which penalizes larger de-
viations more heavily and captures the variance of recon-
struction errors. These measures provide a quantitative basis
for assessing effectiveness and enable comparisons across
different probing strategies and adversarial settings.

7.1. Balance Discovery Efficiency

Comparing of BDA Techniques In real deployments, the
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attempts do not consume funds: failed transactions with
random hashes return balances immediately, so the
adversary’s liquidity remains reusable. The only long-term
lock-up is the initial collateral deposited when opening
a channel with the hub, which persists until the channel
is closed. Although monetary loss is minimal, repeated
probing may still incur network fees and raise detection
risks in practice. To capture these aspects, we report
efficiency in terms of the number of probes required to
discover balances, as this dominates both performance
and cost. We next compare binary search, brute force,
and dictionary probing strategies. Figure [/| contrasts these
three balance-discovery methods: brute force, which sends
progressively larger payments; a dictionary technique that
begins with common amounts (1, 5, 10, 20, 50 units) and
enlarges the list after failures; and a binary search that
halves the remaining range each step. We experiment with
different-sized PCHs and calculate the number of probing
attempts required to discover user balances. Across PCHs
of varying sizes, brute force is least efficient, needing
nearly 40k probes in a 100-user hub, while the dictionary
method improves on that but still trails the binary search,
which consistently minimizes probing attempts.

7.2. Stealthiness of Probing Strategies

In this section, we contrast the three probing strategies and
analyze their performance in terms of stealthiness. Figure [§]
compares three probing strategies under two flagging sys-
tems. The first FS, FS1, removes a prober whose dummy-



Probing Stealthiness (UPR=0.2) Probing Stealthiness (UPR=0.4)
Vote Out

mmm Reports  -80

Frequency Flagged
B |nteractions

Vote Out
mmm Reports - 80

Frequency Flagged
mmm |nteractions

60 0
40
H

. — [ .

Strategy 1~ Strategy2  Strategy 3

(@ (®)
Figure 8. Comparing the stealthiness of the three strategies, w.r.t. interaction
needed with each victim user and count of unique reports by the victim
users, having the user-to-prober ratio of (a) 20%, 8 probers and (b) 40%,
16 probers, for 40 users.

Unique User Report
Average # of interactions
Unique User Report

Average # of i

10
20
=]
—— 0

Strategy 1 Strategy2  Strategy 3

transaction count for any single user exceeds 30 (x=75%
of normal traffic, for the case under consideration); blue
bars (left y-axis) and the dashed blue line show counts
and threshold. The second FS, FS2: vote-out mechanism,
removes a user reported by at least two-thirds of peers;
red bars (right y-axis) and the dashed red line give report
counts and threshold. With a user-to-prober ratio, UPR,
of 0.2 (Figure B(a)), strategy 1 is caught by FS1 because
each prober concentrates all dummies on its assigned users,
while FS2 sees too few reporters. Strategy 2 evades FS1
by spreading dummies but is voted out by FS2. Strategy 3,
a hybrid round-robin scheme, stays below both thresholds.
Increasing UPR to 0.4 (Figure [8(b)) still leaves strategy 1
over FS1’s limit, keeps strategy 2 vulnerable to FS2, and
lets strategy 3 remain undetected.

7.3. Successful BDA w.r.t. Channel Capacity

In this section, we compare the channel capacity require-
ments for the probers leveraging each of the three different
probing approaches in relation to the success rate of BDA on
user nodes. As shown in Figure 0] we assign the probers var-
ious experimental capacities and calculate the corresponding
BDA success rates. These experimental capacities are set in
scales of the AC of the hub, which is the mean capacity
of all channels in the PCH (a public information [50]).
With normal distribution of balances (Figure[Q(a)), strategy 1
performs best because only the designated prober must fund
each target channel; strategy 2 fares worst since every prober
must match the largest channel and is limited by the lowest
balance; strategy 3 nearly matches strategy 1 by grouping
high-capacity users with richer probers but still suffers
the weakest-prober bottleneck within each subset. When
balances are equalized (Figure Q(b)), success improves for
all: strategy 3 gains most because each subset now covers
nearly all channels except those above the common balance,
while strategy 2 remains least effective, still unable to probe
channels exceeding that shared capacity.

7.4. Attacker’s Cost with Different Strategies

In this section, we compute the attacker’s cost for launching
the BDA on different portions of the general PCH users’
set. We mainly compute the cost for setting up the channel
with the hub since it requires a transaction to be recorded
in layer 1 (L1) mainchain (initiating dummy transactions
does not require any spending). Figure [I0] estimates the
attacker’s channel-setup expense (the only L1 cost) for
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probing varying fractions of users using each of the three
strategies, to find out the optimal one. With UPR=10%
(Figure [TO()), strategies 1 and 2 remain cheaper than strat-
egy 3 until roughly 45% of balances are probed because
low-capacity channels seldom trigger flagging: strategy 1
avoids interaction-count flags, and strategy 2, by round-robin
probing, keeps unique-report flags low. Once more than
half the user base is targeted, both strategies incur repeated
hub re-entries (fresh wallets) as higher-capacity channels
raise flags, so their costs spike, strategy 1 still lower on
average than strategy 2 because some probers escape re-
joins. Strategy 3, though costlier early (15-45%), rises only
modestly at 60-90% coverage because its modular probing
is balance-agnostic. At UPR = 20% (Figure[T0(D)), strategies
1 and 2 converge in cost, while strategy 3 drops sharply,
smaller user subsets generate fewer unique reports, making
it the most economical option for large-scale probing.

7.5. Assessment of DL and its Impact on SMT

We assess the DL models’ training performance and their
impact on the efficiency of the SMT solver.

7.5.1. DL Models’ Performance

This section evaluates the performance of DL models using
various metrics, trained with only layer 2 (L2) historical
data, as well as both L2 and L1 (blockchain) data. However,
we tested with only the L2 data since we use the model for
L2 PCH. Figure illustrates that adding L1 data boosts
every metric for both the DT and TCN models, suggesting
similar balance-to-amount patterns across layers and better
generalization with more data. Also, DT performed better
regarding RMSE and MAE (average error size), while TCN
performed better regarding R? (capturing data variability).
This observation further justifies the inclusion of constraints
from both models in the SMT solver.

7.5.2. Impact of Probing on User Linking

This section examines sender—receiver linking accuracy ver-
sus BDA success for an SMT solver alone (without DL) and
with DL support. As presented in Figure [[2(b)l we launch
the probing with different intensities, incurring different
percentages of BDA success rate, and calculate the corre-
sponding accuracy of sender-receiver linkage. When probing
recovers only 10-30% of balances, both methods stay under
20% accuracy; once success exceeds 50%, accuracy climbs
above 40%. At 90% probing, the SMT-only solver reaches
roughly 70% accuracy, while DL assistance pushes it to
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about 80%. Training the DL on combined L1 + L2 histories
sharpens predictions further: across 50-90% probe success,
accuracy ranges from 60% to nearly 90%. Thus, with the
additional data patterns, DL predictions were more accurate,
helping the transaction synthesize of the SMT.

7.6. Attack Impact in Real-world PCHs
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network that facilitates the PCH architecture [61],

through the relay executors (REs) (e.g., wallet address of
RE2 |0x9a..8db6). As shown in Figure @ we observe that
having only 5% of the PCH participant to be adversarial
could help accurately link close 30% of the senders-
receivers with DL constraints. The accuracy goes up to
nearly 75% when one-fourth of the PCH participants act
as the probers. This analysis further validates the attack
effects in the real-world PCHs.

7.7. Codes for Reproducibility
Simulation codes and datasets are publicly available [63]].

8. Assumptions and Limitations

A crucial assumption of the attack is the availability of
an adequate number of probers with sufficient balance to
probe the channels. Although a single prober with sufficient
balance can perform the probing, there will be two prob-
lems; firstly, it will not be a stealthy attack (explained in
Section |Z|, Figure @, and secondly, the interval between the
balance discovery and the balance update tracking will be
lengthy. A long interval between balance discovery and up-
date tracking allows numerous transactions to occur, making
it increasingly challenging for SMT to predict transactions
accurately. Another limitation is that the attack requires
active probing while victim channels are still open. Once
channels close and balances are settled on-chain, retrospec-
tive deanonymization is not possible.
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Figure 12. (a) Comparing the DL models’ performance, (b) relation be-
tween the probing magnitude and the sender-receiver linking accuracy,
having only SMT solver (without DL) and DL-assisted SMT solver.

9. Potential Defense Techniques

To mitigate the privacy infiltration risks posed by the
xPoz-HuB attack, multiple defensive strategies can be em-
ployed to enhance user anonymity, obfuscate balance infor-
mation, and prevent balance probing. While virtual payment
channels [64] could have been a viable solution, they do not
mitigate BDAs, as they lack protections against probing-
based balance inference and error-based leakage, allowing
adversaries to infer transaction patterns. As such, adaptive
liquidity obfuscation can be utilized to introduce phantom
balances and randomized balance updates, misleading at-
tackers attempting to infer balances through probing tech-
niques [[65]. Furthermore, rate-limiting and anomaly detec-
tion mechanisms can be integrated to identify and block
probing attempts by monitoring transaction failures and
flagging suspicious behavior [66]. Suppressing detailed error
messages, a key component of balance discovery, by pro-
viding uniform failure responses or introducing randomized
error delays can further disrupt an attacker’s ability to ex-
tract balance information [67)]. Combining these techniques
ensures a multi-layered defense approach that significantly
reduces the feasibility and impact of xPoz-HuUB-style attacks
on PCH systems.

10. Conclusion

We introduced a novel attack technique in the PCH
system, which employs stealthy BDAs using error message-
based probing and satisfiability solvers. Our approach mod-
els PCH and leverages DL for transaction pattern identi-
fication. It acquires the constraints from the DL and PCH
models and solves the CSP using SMT solvers to synthesize
the potential PCH transactions. However, the attack must
be conducted in real time while channels remain open and
transactions unsettled. Through case studies, we demon-
strated the specific impacts of the attack, including BDA and
transaction discovery. We validated the attack’s impact using
a PCH simulator developed by extending the TumbleBit pro-
tocol and conducted experiments to analyze the stealthiness
and cost-effectiveness of the proposed probing strategies.
Further, we validated the attack’s impact using real-world
PCH snapshots, analyzing the accuracy of sender-receiver
linking by the xPoz-Hus. Finally, we propose potential
defense techniques that might mitigate the attack effects.
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