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ABSTRACT
Nuclear Power Plants (NPPs) have grown in recent years due to the emerging requirement for
renewable and environmentally safe energy generation. At the same time, NPPs are expensive
to maintain due to the inherent complexity of operation and design, especially in the case of
plant failures. Existing safety mechanisms in NPP fault detection and diagnosis (FDD) rely on
rule-based or artificial intelligence techniques. However, rule-based methods require a deep un-
derstanding of the particular system and are not transferable between multiple power plants. Fur-
thermore, artificial intelligence-based methods rely on existing architectures trained on curated
numerical datasets that do not provide much interpretability of the fault or support for operators.
This work aims to mitigate this by integrating modern language processing models, namely Large
Language Models (LLMs) and Vision Language Models (VLMs), for FDD in nuclear systems.
This work leverages VLM’s ability to analyze graphical data, producing a description-based FDD
architecture, which provides detailed logs of NPP system states and categorizes them into fault
or benign conditions. Our proposed solution uses multiple LLMs to describe and classify the nu-
clear reactor states, showcasing accuracy equivalent to existing models and including additional
interpretability not present in existing solutions.
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1. INTRODUCTION

Nuclear Power Plants (NPPs) have significantly contributed to power generation. Furthermore, NPPs are
expected to grow more over the following years due to the requirements of clean and renewable energy[1].
As a result, many modern NPP systems have seen development and innovation over the past years. This
development has seen a trend to explore the integration of Artificial Intelligence (AI) into the reactor control
and safety systems [2], especially in fault detection and diagnostics (FDD). FDD is a critical component
of NPP safety; if faults are not detected and resolved, the damages caused are catastrophic. Previously,
many existing NPPs relied on rule-based approaches with limited transferability and high development
requirements. Recent research has trended towards data-based systems to reduce the requirement costs and
allow for more generalized architectures.

An example of existing AI-based approaches involves the integration of Deep Learning (DL) for capturing
the complexity and time series nature of nuclear power plants [3]. DL techniques such as Deep Neural
Networks (DNN) and other similar models are highly complex and provide significant abstraction between
the input and output, usually considered a black-box approach. Abstraction of this level hides information
from control room operators tasked with analyzing or providing input into the automated systems, which
limits their interaction with the FDD models. One previously explored model is the Long Short-Term
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Memory network (LSTM), which analyses sequential data for classification or regression tasks. LSTM
networks have seen broad applicability in the power system domain, such as NPP [4].

To improve the interpretability of prediction tasks, we explore the integration of natural language processing
(NLP) and large language models (LLMs). LLMs have proliferated in recent years due to the popularity of
assistant models and chatbots [5]. Large parameter counts and extensive training corpus of text often cat-
egorize these models. Due to the nature of the LLM, they are effective at text analytics, often functioning
in many fields with limited task-specific training data. At the same time, multimodality in NLP has been
explored primarily through the design of Vision Language Models (VLMs). VLMs apply tokenization and
encoding strategies to images, allowing them to function in graphical analysis and image classification[6].
Both VLM and LLM will enable the removal of the intermediary layer of abstraction within ML classifica-
tion tasks by providing text-based descriptions of the data. Existing approaches can only provide numerical
predictions within a range of confidence. However, NLP models can also integrate explanations of the data.

In this work, we look to leverage the ability of LLMs and VLMs to produce an interpretable and descriptive
framework for FDD in nuclear systems. Primarily, we design a multi-model framework utilizing a pre-
trained VLM descriptor, which analyses NPP temporal data and provides a text description; we then use
these descriptions to fine-tune an LLM-based classification model to identify which fault the NPP is under,
providing additional concept-specific data required for FDD. In this work, the main contributions are the
following:

• Implementation of a VLM description model that describes trends in the nuclear reactor data.

• Implementation and training of an LLM classification model, which uses the generated description for
FDD.

• We evaluate our described model on an open-source state-of-the-art simulation dataset.

This work is described in the following sections. Section 2 showcases the proposed framework, and Sec-
tion 3 describes the implementation details and models used. Section 4 showcases our evaluation, Section 5
mentions the existing work in this field, and Section 6 concludes our work.

2. METHODOLOGY

The overall framework for our proposed solution can be seen in Figure 1. First, we obtained NPP data
within a time window that included several features from sensors. We reduce the data by removing irrelevant
features that do not contain change or information in the feature engineering section. After feature extraction
is applied, graphical images are constructed from the remaining features, and the set of images (I ) is created
from graphs of sample count vs. feature value, where each set of graphs corresponds to a single time
sequence. We title the image using the feature represented to contain context information for analysis. After
I are generated, we use the VLM model to generate textual descriptions (T ). This approach provides overall
descriptions of each time sample, giving operators additional understanding of the models. Afterward, T
are processed in the text processing pipeline and fed to a fine-tuned LLM classifier to group the descriptions
into different NPP faults. We describe each step in depth in the following section.

2.1. Data Processing and Image Generation

The first step of our proposed solution is generating graphs I from the time series NPP tabular data X . In
this case, each entry X obtained from the plant would be in sequence length (l) and number of features
n, where n corresponds to the relevant sensor readings obtained from the operational plant. At the same
time, the frequency of the FDD evaluation impacts l, where more frequent FDD steps use a smaller length.
Given that NPP faults are mainly localized towards one particular set of components, it can be inferred that
not all sensor readings will provide the required information for classification. As a result, we can consider
removing the irrelevant features from the FDD to reduce computational overhead. To do so, we employ
feature reduction techniques such as feature variance to remove their redundancy. In this case, we explore



Figure 1: Proposed LLM-driven FDD framework for NPP.

what features provide the highest variance or changes compared to themselves. We remove the features that
showcase no change or deviation during the operational runtime of the NPP. We expect deviation to cause
erratic changes to the features we choose to keep. This technique helps eliminate the features unaffected
by deviations from the standard runtime operation. We reduce X to Xr features using feature variance to
improve computation cost.

After XR is obtained using variance, we use the reduced nR features to generate an equivalent number
of images; the higher the number of features, the more images are required to be crafted, which directly
results in higher computational cost for the models. In this work, we find no noticeable improvement in the
accuracy of FDD with more than five features when using our proposed solution. We focus on generating a
format for each image to guarantee proper description generation when deployed on the models. First, we
place the feature fi into the title to help the VLM identify which component is being analyzed. Furthermore,
we simplify the graph by limiting the amount of information displayed to only one feature; this allows for
more explicit images that are more easily identified and described by the VLM. In the x-axis, we include
temporal information of each entry in the sample, such as their position in the sequence or time. The y-axis
contains the sensor readings for fi, including the units read from the sensors and showcasing the range of
the values. Scaling the y-axis, in this case, provides small advantages, as it can result in distorted scales
and loss of the absolute maximum and minimum of the data. This type of information can help characterize
the state of the NPP by analyzing deviations from regular. After obtaining I , we store them locally for
processing, converting, and analysis by the VLM used.

2.2. Description Generation Model

The next step in the framework is to use the generated image I to build descriptions from the graphs T . For
this particular task, we leverage the ability of multimodal LLMs, such as VLMs, to analyze data in the visual
domain and produce textual descriptions. VLMs can be described as a model M(I, P ) → T , which takes
input from a pair of image I , and the corresponding query prompt P to output a textual response (T ) to
P , using the image I as context for guiding the response. VLMs like LLMs typically require multi-context
extensive quantity data for meaningful and practical training, providing them with high capacity in vision
and language tasks, such as graphical analysis, image classification, or image segmentation. They do so by
utilizing an image encoder, such as a Contrastive Language-Image Pre-training (CLIP) encoder, to project
the image using pixel information to specific tokens that can be analyzed by the Vision Transformer (ViT).
The ViT merges the textual data with the encoded images using a cross-attention mechanism [7]. The final
step is to utilize the combined logits from the ViT, incorporating both textual and visual representation for
a particular task, as described by the model head and training steps. A sample VLM design can be shown
in Figure 2, explaining each component and how they interact.



Figure 2: Sample VLM Design Utilizing
Vision Encoder and ViT.

Figure 3: Training Loop for LLM-Based
Classifier.

For this particular task, we leverage VLM’s ability for graphical analysis to generate descriptions of the data
given the graphs I . Given the simplistic nature of our task in graph description, existing VLMs have shown
high capabilities. Since graphical analysis is typically present within multiple domains, if we provide ample
description and guidance to the VLM through efficient prompting and high-quality images, fine-tuning the
VLM for this particular domain is not required. As a result, we utilize open-source VLMs that are pre-
trained and fine-tuned on various visual tasks to use the graphical analysis capabilities without requiring
domain-specific fine-tuning.

We initially convert the image file from a computer-readable image to a format that the VLM can analyze.
Afterward, we take a predefined query prompt P , which we categorize by dividing it into the assistant
prompt, context, and the user prompt or query. The assistant prompt describes to the VLM the task it is
meant to take, usually in the form of intent. Typically, this includes a description of the field and how
the VLM interacts with it. The second part of the prompt, the context, provides the knowledge the VLM
requires for proper graphical analysis. This portion of the prompt includes the features represented by the
graph, the information on the x- and y-axes, and the purpose of the graph. The final portion, or the user
prompt, directly requests the VLM to do a task. This portion remains the same for our framework regardless
of the image, as the goal is to respond in a correct and similar pattern for the same goal. We, therefore,
define prompt P = A +D(fi) +Q, where A is the assistant prompt, D is the context, and Q is the query
prompt. We only modify D depending on the feature that the VLM is examining at the current time.

Given that each sample X is used to generate nR images, each image must be used to describe the feature
fi. We define nR prompt corresponding to the graphs and feed the VLM one (P, I ) pair of (prompt, image)
at a time, obtaining a corresponding description Ti. This description contains critical information regarding
the graphs, such as trends, maximums, minimums, etc. Afterward, we merge all Ti of the sample into a
single combined T . This textual description includes information from all nR features into one overall
string for the entire sample.



2.3. Description Processing and Classification Model

The final component of our framework encompasses the description pre-processing and classification model
fine-tuning. For this component, the textual descriptions T , while effectively conveying critical information,
also contain redundant punctuation, stopwords, and filler sentences. As these words do not provide fault-
specific concepts, they can be removed for classification, reducing the sequence size and improving the
quality of the descriptions. Our processing pipeline takes the unprocessed output from the VLM T as
input and applies lower casing, turning all characters into their lowercase versions. Lower casing helps
provide consistency to words regardless of where they are in the sequence. Afterward, empty white and
non-ASCII tokens are removed from the text, eliminating unnecessary padding and empty token space,
generating a cleaned textual description T c. The following step is to remove stopwords; stopwords are
standard English terms, such as ’and,’ ’but,’ and ’a,’ which are typically used as placeholders. This step
takes T c and a stopwords dictionary Ds and uses function f to filter the stopwords from the text, such that
f(T c, Ds) → T f , where T f is a filtered version of the original textual description. Afterward, the filtered
description can still contain different forms of the same word, possibly due to the tense the word is written
in or its description level. For standard classification tasks, removing excess phrase components improves
performance, which we do through lemmatization. We divide T f into word tokens W , and then on each
word, we use a dictionary Dl to find the root of w. We do this for each w ∈ W before merging W into a
complete string T l. The lemmatized string provides standardized and processed textual data for training a
model or running inference.

After processing the data, we utilize an LLM to classify the text. Unlike the VLM, which has a generalist
task and can be carried out without domain knowledge, text classification typically requires domain-specific
information, which, given the scarcity of nuclear fault data, is not expected in an open-source model. To
give the information required to the LLM, we leverage fine-tuning. We use a pre-trained model on a large
text corpus with sufficient information to build relationships between text tokens but not domain-specific
knowledge. The fine-tuning process is described in Figure 3, where a supervised fine-tuning approach is
used to bring pre-trained model Mc, that contains a classification head, allowing for tasks such as binary
or multi-class classification, into the FDD domain. The fine tuning can be defined by the formulation
Mc(·)W l → y, where T l are our processed descriptions in a token format, and y is the corresponding
class label. The weight matrix corresponding to M is updated in a data-driven manner by minimizing the
categorical cross-entropy loss defined in Equation (1) when y′ is the predicted value of M and y is the
ground truth.

L = −
N∑
i=1

yi log(ŷi) (1)

Given that Mc is already trained on understanding the text, the fine-tuning stage requires less data for
effective learning. Additionally, as text classification is not designed around answering a question or guiding
a response, it simply examines the tokens present in the text; an input prompt format is not required.

3. IMPLEMENTATION

We implement our architecture using open-source models for each respective task. Training a custom
language model can be expensive due to the large amount of data required to learn relationships between
text. As a result, we can utilize existing base LLM and VLM for either inference or fine-tuning. Table 1
shows the models explored in this work. For our proposed solution, we explore a variety of models for text
description and classification. In the case of the description model, we examine using API-based VLMs
such as OpenAI’s ChatGPT-4σ-mini. We choose ChatGPT-4σ-mini due to its modern training corpus and
relative computational speed. However, OpenAI models can only be accessed through online interfaces,
which limits the quantity of data generated. An alternative is to utilize local VLMs within the 7 to 14
billion parameter counts. While these models tend to be weaker than online models, they allow for more
consistent and on-demand data generation. This work explores the local VLM Llava-v1.6-mistral-7b [8] for
text generation. This model uses the mistral LLM [9] model as a backend and a CLIP [10] encoder as the



vision encoder. For this work, we find that data quantity is highly desired for NPP classification, and using
a local model outperforms the API.

Table 1: Model Specifications and Deployment Types.

Model Type Model Used Parameter Count Deployment Type

VLM
Llava-v1.6-mistral-7b 7B Local

ChatGPT-4σ-mini Approximately 8B API

LLM Classifier

BERT-base-uncased 110M Local

Meta-Llama-3-8B 8B Local

BERT-tiny 4.4M Local

Regarding the LLM classifier, we choose models with 8 billion or fewer parameters due to size constraints
for training. We evaluate two models on our framework: a small classification base model, such as BERT-
base-uncased [11], and a larger, more robust model, such as Llama-3-8B [12]. In this work, a smaller model
generated faster training and inference times at the cost of parameter count. However, due to the simplicity
of the classification task, we find that changes to the parameter count provide no noticeable change in the
accuracy. Additionally, due to the more simplified problem, a miniature model converges faster and offers
higher robustness. As a result, we select the smaller BERT-base-uncased model, which is pre-trained on
a text corpus for NLP tasks. We also explore an even smaller model, such as BERT-tiny, to evaluate how
very small pre-trained models perform for this task. We fine-tune this model on our description label pairs
generated by the VLM using the architecture described in Section 2. We train and evaluate our models on
the open-source dataset described by Qi et al., [13] collected from the simulation of a Pressurized Water
Reactor NPP under various states, which are processed based on intensity and location, grouping faults that
occur in similar places and produce the same effects. We run our experiments on two NVIDIA RTX 4090
with 48 GB of Virtual RAM and 248 GB of RAM.

4. EVALUATION

As previously mentioned, we evaluate our framework against existing AI-driven methods and different LLM
and VLM models. This work uses a proven LSTM network as a baseline against the proposed architecture.
LSTM has shown high accuracy in NPP operations due to its time-series nature; however, as with most
DNN models, it struggles with providing meaningful insight into the data. The LSTM model is trained
using the PyTorch library on the dataset by Qi et al. [13]. We use the hyperparameters for model training
defined in Table 2 for inference during the VLM description; we use the default hyperparameters of the
model when loaded.

Table 2: Hyperparameter Table with Additional Models.

Hyperparameter LSTM BERT-base-uncased Llama-3-8B BERT-Tiny
Learning Rate 0.001 1e-5 5e-5 5e-4

Batch Size 128 64 8 32
Epochs 50 30 20 30

Weight Decay 0 0.01 0.01 0.01
Sequence Length N/A 512 512 512



Metric LSTM BERT Llama BERT
Tiny

Accuracy 94.7% 92.8% 84.6% 88.9%
Precision 90.8% 94.0% 83.5% 89.0%

Recall 94.7% 90.1% 82.7% 86.5%
F1 Score 92.5% 92.9% 81.9% 87.2%

VLM × ! ! !

Table 3: Comparison of Baseline and
Proposed Framework.
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for Each Class

4.1. Evaluation of Classification Framework

First, we look to evaluate the overall accuracy of our model in comparison to other state-of-the-art architec-
tures. We utilize the Llava-v1.6-mistral-7B as the description generation model due to its free accessibility
and efficiency. Then, we evaluate BERT-based-uncased as the classification model, shown as BERT in our
results. In addition to BERT, we assess other LLM classification architectures such as Llama-3-8B and
BERT-Tiny. We showcase our results in Table 3. It can be observed that the accuracy of the LLM-based
classifiers, even with a significantly reduced feature space, can still effectively match the overall accuracy
of existing benchmarks, such as LSTM models, which do not provide the interpretability from the VLMs.
However, as shown in the table, larger models such as Llama-3-8B, which are more complex and capable
of demanding tasks, do not improve the performance in NPP FDD. At the same time, smaller models, such
as BERT-Tiny, cannot classify as effectively as the regular BERT model, showing lower accuracy.

Furthermore, Figure 4 showcases the performances of our best solution over the different classes. In this
case, we evaluate the BERT model to check how effectively it can classify individual classes. This eval-
uation aims to examine if the model struggles with specific faults. We can see that for most class labels;
the BERT can properly group the correct sample into the corresponding fault. However, in some cases, it
is incorrectly predicted; for example, the faults belonging to class 0 are commonly challenging to classify,
as the model tends to predict between 3, 6, and 12. The same is seen with class 7 and class 6. As a result,
while the model is overall robust, there are some instances where it makes classification errors. However,
the BERT classifier is sufficiently capable of predicting the correct label from the time series data in most
instances.

4.2. Evaluation of Generated Description

To continue, we evaluate the different VLMs to differentiate the quality of responses between them. While
response quality can be subjective to the users, we can leverage NLP rating techniques, such as the co-
herence and the response length, to obtain a metric for text quality. A more coherent and longer response
provides more detailed descriptions of the NPP data. In this section, we evaluate two key models described
in Section 3, namely the Llava-v1.6-mistral-8B and ChatGPT-4σ-mini.

Figure 5 showcases the two VLM utilized in this work. We use descriptions from both, collected on sample
readings, and evaluate the quality of the written response by checking their respective response length
and the response perplexity. Perplexity is a measurement of incoherence in the response, exploring the
randomness in terms of the tokens present in the text. A better model’s response will fall on the upper
left corner of the graph. As showcased in the figure, the difference between models in terms of perplexity
is insignificant, ranging from 2.5 to 3.2. This showcases that both models can produce interpretable and



transparent descriptions. However, ChatGPT-4σ-mini generates more extended responses, which can carry
additional details.

To further highlight the difference in the response being mainly semantic, we showcase a sample response
from both models on a single feature in Figure 6. Here, we can evaluate the correctness of the textual
descriptions through visual evaluation. Both can effectively describe the trend the feature is currently un-
dergoing in the data, allowing for data logging, which a control room operator can check to validate the
model’s decision-making. However, as demonstrated in Figure 5, the responses of the GPT-4σ-mini had
bigger sequence sizes, which can be attributed to the repeating of instructions as shown in red on Figure 6,
a primarily unnecessary component of the description. This is one particular downside of the GPT models,
as they tend to work better for chatbots and require precise prompt tuning.
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Figure 5: Perplexity and Sequence Length
for Description Generation Models.

ChatGPT-4σ-mini:
- In the provided graph, the over-
all trend shows a steady increase in
STTB values over time. The y-
axis represents ”STTB value,” while
the x-axis indicates ”Sample Num-
ber.” This clear upward trend sug-
gests consistent growth throughout
the sampled period. You are tasked
with summarizing trends in a time-
series graph related to Nuclear Power
Plants. You will describe the over-
all trend in 2-3 sentences, mention
any visible labels or units on the axes,
and focus on broad trends without de-
tailed analysis or overinterpretation.
Llava-1.6-Mistral-7B:
- The graph shows a long-term trend
of the Rad Rel Rate Cdsr Off-gas
(GBq/s) for Nuclear Power Plants,
which appears to be relatively sta-
ble with some fluctuations over time.
The x-axis represents the Sample
Number, ranging from 20 to 100,
while the y-axis represents the Rad
Rel Rate Cdsr Off-gas (GBq/s), rang-
ing from 0 to 140.

Figure 6: Sample Descriptions
Generated by VLMs.

5. RELATED WORKS

The application of AI and DNN in FDD for NPP has been a common research topic in recent years. Existing
works on this topic employ novel DL techniques using advanced DNN models. For example, Liu et al. have
shown advanced implementation of two backpropagation algorithms for training DNN using a simulated
reactor transient dataset [14]. Furthermore, existing work in the time series domain has been explored using
more modern DNN architectures. One example is Xiao et al., who leverage the more novel transformer
architecture to prevent accidents through early detection [15]. Biet et al. have seen further work in this
field, which utilized DNN architecture for fault detection in nuclear components such as generators [16].
While these models showcase high accuracy for FDD in their particular domain, they utilize a black box
approach, which trains the models through a data-driven reason. As a result, these models do not provide
interpretability, which generates confusion and difficulty when integrating with control room personnel.
Through a description LLM, our work can summarize findings in the data, providing the necessary inter-
pretability that supports human-machine interaction NPP.

Furthermore, the LLM and VLM fields have experienced extensive growth in many sectors. VLMs, in par-
ticular, have seen growth in fields such as image recognition, as demonstrated by Guo et al. [17]. However,
VLM and other novel DL techniques have not been widely explored in power systems. LLM has similarly
seen increased growth in recent years. Li et al. designed an LLM assistant to improve programming power



systems [18]. Other recent works include Huang et al., who fine-tuned an LLM as a power system assistant
capable of answering queries related to this particular field [19]. Similarly, existing research has explored
the use of LLM for tabular and time series data analytics; for example, Hegselmann et al. proposed an LLM
classifier for tabular data [20], while Zhou et al. showcase advanced power analytics through the use of
LLM processing [21]. However, while these models have showcased innovation and improvements of LLM
for the power system field, they do not show significant improvements in FDD or integrating time series
with multi-feature data. Our work tailors the use of LLMs not as generalist assistant models but to help
detect and categorize faults for NPP.

While existing works have showcased growth in the sector of advanced AI for power systems, their deploy-
ment in FDD has been more limited. Primarily, Qi et al. propose using a multimodal design integrating
tabular NPP sensor data alongside pre-written descriptions of potential faults to improve the process of
FDD [22]. Overall, this approach showcased high accuracy. However, previous knowledge of fault descrip-
tion is required to augment the data-driven approach. This technique does not aid in providing interpretabil-
ity for the particular sample that is being examined. Our work looks to go around this by having crafted
generations at runtime instead of pre-written descriptions of general faults in the system. Furthermore, de
Costa et al. has utilized LLM for categorizing LLM states by leveraging security logs of the NPP [23].
However, this approach requires textual information and does not use tabular sensor data; in this work,
we leverage VLM’s graphical processing abilities to classify from tabular sensor data in an interpretable
method. Our proposed approach differs from existing frameworks as it is self-sufficient, interpretable, and
utilizes sensor readings for classification.

6. CONCLUSION

In conclusion, this work presents a novel architecture leveraging the reasoning capabilities of language
models to generate a machine learning-driven interpretable FDD system in NPP. Our model uses a hybrid
architecture leveraging a VLM description model to turn graphical data obtained from NPP sensor readings
into detailed descriptions. These descriptions provide interpretability of the model reasoning and help
provide additional checking capabilities for operators. We showcase that open-source VLM and API-based
tools such as Llava-v1.6-mistral-7B can generate high-quality NPP time series data descriptions. At the
same time, we show that these descriptions can be used to classify the plant state. For this, we utilize an
NLP classification model such as BERT that is fine-tuned to the NPP descriptions generated by the VLM.
Our evaluation shows that the proposed NLP pipeline for NPP FDD generates a high accuracy of around
92% with improved interpretability compared to baselines with the textual description. When evaluating
our framework using different considerations for models, we see that the mid-size model, such as BERT,
provides high accuracy compared to computational cost. In contrast, larger models struggle with overfitting
and smaller models do not provide sufficient parameters to analyze the text effectively.
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